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INTRODUCTION 
Hyperconverged infrastructure (HCI) streamlines IT and data center operations by 
consolidating compute, storage, and networking into a single, software-driven platform. 
Organizations have adopted HCI for years to simplify management, improve total cost 
of ownership, and scale resources elastically to match business needs. The Nutanix-
integrated Lenovo ThinkAgile HX665 V3 appliance is a joint solution from industry leaders 
that brings these benefits together: a tightly integrated hardware-software stack that 
modernizes the data center, reduces operational complexity, and enables applications to 
run reliably and efficiently at scale.

Today’s enterprise applications ingest ever-evolving, diverse data (from customer 
profiles and product catalogs to clickstream events, IoT telemetry, application logs, and 
operational metrics) that rarely conforms to rigid relational schemas. To move faster and adapt to changing requirements, organizations 
are adopting document-based data models that mirror real application structures. By storing flexible, semi-structured or hierarchical 
documents, teams can iterate without constant schema redesign, shortening development cycles and accelerating time to market.

MongoDB has become a leading operational database for these use cases because it delivers agility, simplicity, and enterprise-grade 
scale across the full application lifecycle. Its document model natively supports evolving data shapes and complex hierarchies, while 
built-in horizontal scalability, automated replication, high availability and resilience make it well suited for ingest-heavy, mission-critical 
environments such as IoT platforms, streaming analytics, and large-scale operational systems. MongoDB’s scale-out architecture runs 
across bare metal and virtualized environments, enabling organizations to handle very large volumes of data.

Beyond core operational workloads, MongoDB now combines vector search with full-text search to enable semantically relevant retrieval 
for AI-driven workflows. That capability, paired with MongoDB’s operational strengths, makes it an effective foundation for modern AI 
applications and retrieval-augmented generation (RAG) systems that require both high-performance transactional data handling and 
advanced semantic search. Effective data management with MongoDB helps organizations collect new insights, discover patterns, and 
deliver high business productivity across industries while addressing security, reliability and scalability requirements

AMD EPYC 9005 SERIES PROCESSORS WITH NUTANIX DELIVER EXCELLENT THROUGHPUT AND SCALABILITY FOR 
MONGODB WORKLOADS

AMD EPYC 9005 Series processors provide a high throughput compute foundation for Nutanix HCI, optimized for modern MongoDB 
deployments. Scaling and low-latency data movement are critical for document databases handling high ingestion rates, mixed 
transactional/analytic workloads, and AI-enhanced search. EPYC 9005 delivers high core density, broad memory capacity, and platform 
I/O capabilities—including support for PCIe® Gen5-enabled networking and storage—to maximize bandwidth between nodes and help 
reduce tail latency. In collaboration, AMD and Nutanix have validated configurations that demonstrate strong MongoDB performance, 
predictable scaling, and improved availability under heavy read/write and sharded workloads. The combined solution helps organizations 
achieve higher throughput, faster query response, and resilient scale-out capacity for mission-critical MongoDB applications.
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PERFORMANCE BENCHMARKING 
In internal AMD tests conducted in June 2026, we measured MongoDB throughput and 
scaling across three common VM sizes to see how performance changes as deployments 
grow. We validated small (4 vCPU), medium (8 vCPU), and large (12 vCPU) topologies. 
Moving from small to medium yielded a median 28% increase in throughput, and moving 
from small to large yielded a median 38% increase. Results are summarized below:

Figure 1: AMD EPYC 9175F Workload A Throughput (ops/sec) performance scaling on MongoDB two sockets,  
4 host Lenovo ThinkAgile HX665 V3 servers.

AMD EPYC™ 9175F with MongoDB Throughput Performance 
and Scaling Workload A 50/50 read/write

TEST RESULTS REFLECT YCSB WORKLOADS (WORKLOAD A—50/50 R/W) RUN AGAINST MONGODB 
AND ARE INTENDED TO COMPARE RELATIVE PERFORMANCE ACROSS CONFIGURATIONS

W
OR

KL
OA

D A
—T

HR
OU

GH
PU

T (
OP

S/
SE

C)
(T

HO
US

AN
DS

)

4 vCPU 8 vCPU 12 vCPU

110

105

100

95

90

85

80

75

65

60

70

Figure 2: AMD EPYC 9175F Workload B Throughput (ops/sec) performance scaling on MongoDB two sockets,  
4 host Lenovo ThinkAgile HX665 V3 servers.
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TEST RESULTS REFLECT YCSB WORKLOADS (WORKLOAD B—95/5 R/W) RUN AGAINST MONGODB 
AND ARE INTENDED TO COMPARE RELATIVE PERFORMANCE ACROSS CONFIGURATIONS
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AMD EPYC POWERED NUTANIX-
INTEGRATED LENOVO THINKAGILE 
HX665 V3 APPLIANCE OFFERS:

• Flexibility—Right-size VMs and
container hosts to match MongoDB
deployment patterns (primary/
secondary, shards, config servers).
Custom CPU, memory, and storage
configurations let you tailor node
profiles for transactional, analytics,
or mixed workloads without
forklift changes.

• High Availability and Data
Protection—Nutanix delivers
built-in replication, automated
failover, self-healing storage, and
orchestrated disaster recovery to
keep MongoDB clusters resilient.
Combined with MongoDB’s
replication and sharding, this
ensures continuous operations
and strong data durability for
critical applications.

• Optimized Performance—High
frequency processors bring the
highest base frequency, max
boost1, and all-core boost frequency
that optimizes your per core
performance and license costs.

• Scalability Architecture—Scale up
by increasing the resources in the
same VM to meet DB requirements
or scale out by spinning up more
VMs or adding more nodes/cores
as your needs evolve.

• Cost-effective and Consolidation—
Host multiple MongoDB
deployments (dev/test/prod or
multi-tenant clusters) on the
same HCI platform to maximize
utilization and lower TCO. EPYC’s
performance-per-watt and
Nutanix’s resource optimization
reduce hardware footprint and
operational overhead.
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Three MongoDB sharded cluster configurations were evaluated as per above graph, Small (4 vCPU per data node), Medium (8 vCPU), 
and Large (12 vCPU). Each configuration used separate router, config, primary, and replica roles, with the number of shards adjusted to 
reflect realistic deployment patterns.

For YCSB Workload A (50% read / 50% update):

•	 4 vCPU (Small): 76,645 ops/sec across 8 shards (~9.5K ops/sec per shard)

•	 8 vCPU (Medium): 98,330 ops/sec across 4 shards ( ~24.5K ops/sec per shard)

•	 12 vCPU (Large): 105,812 ops/sec across 3 shards ( ~35.2K ops/sec per shard)

For YCSB Workload B (95% read / 5% update):

•	 4 vCPU (Small): 120,330 ops/sec across 8 shards (~15K ops/sec per shard)

•	 8 vCPU (Medium): 127,172 ops/sec across 4 shards (~31.7K ops/sec per shard)

•	 12 vCPU (Large): 129,654 ops/sec across 3 shards (~43.2K ops/sec per shard)

Across both workloads, total cluster throughput increases as vCPU resources per node grow, while per-shard throughput rises even more 
dramatically as shard counts are reduced (from 8 • 4 • 3). This demonstrates that MongoDB on Nutanix HCI with AMD EPYC CPU-based 
Lenovo ThinkAgile HX665 V3 systems can handle substantially higher load per shard compared to more shards and fewer vCPUs per node 
with predictable scaling. The combined platform provides a solid foundation for modern MongoDB deployments, enabling organizations 
to start with smaller, more granular configurations and scale up with consistent performance as application demand grows.

CONFIGURATION WORKLOAD A  (MEDIAN WEIGHTED LATENCY IN µS) WORKLOAD B (MEDIAN WEIGHTED LATENCY IN µS)

4 vCPU 14,764 8,267

8 vCPU 8,819 5,221

12 vCPU 7,205 3,069

Table 1: Test Result Summary-MongoDB Latency (YCSB Workload A & B)

Median latency for both reads and writes (in microseconds) improved consistently as more vCPUs were allocated to the MongoDB VMs.

Moving from 4 vCPUs to 8 vCPUs reduced median latency by roughly 40% for Workload A and 37% for Workload B, while scaling from 
8 vCPUs to 12 vCPUs delivered ~18% reduction for Workload A and ~41% for Workload B.

These results show that increasing vCPU resources per VM on the Nutanix + AMD EPYC platform not only increases throughput (as 
seen in the throughput charts) but also significantly reduces latency for both mixed (Workload A) and read-heavy (Workload B) YCSB 
workloads, improving overall responsiveness for MongoDB applications.

Test notes: results reflect internal lab measurements on the indicated cluster topologies; workload, MongoDB version, and platform 
specifics are documented in the test configuration for reproducibility. These synthetic workload results are intended to compare relative 
performance across configurations and are not comparable to audited industry benchmark submissions.

WORKLOAD

The MongoDB tests used Yahoo! Cloud Serving Benchmark (YCSB) profiles to model typical document-store application behavior. YCSB 
Workload A (50% reads / 50% updates) represents mixed read/write transactional patterns such as user profiles and session stores, 
while YCSB Workload B (95% reads / 5% updates) represents read-heavy use cases like product catalogs and content lookups.

Figure 1–2 shows MongoDB Throughput performance measured across YCSB Workload A and Workload B. AMD engineers ran these 
tests on virtual machines hosted in a Nutanix HCI environment using the validated cluster topologies summarized in the test bed: small, 
medium, and large configurations with differing vCPU and memory allocations across Router, Config, Primary, and Replica roles. 
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These results illustrate how MongoDB performance scales predictably as deployments grow (scale-up ) and demonstrate the VMs’ 
ability to optimize I/O and CPU utilization for document database workloads. Test configuration details (MongoDB version, YCSB 
parameters, storage type, network, and client thread counts) are listed in the chart footnote for reproducibility.

NUTANIX ACROPOLIS SOFTWARE

Nutanix Acropolis software unifies compute and storage into a cloud-like platform that runs applications at scale. As a software-
defined HCI layer, it tightly integrates compute, storage, and networking into a single virtualized resource pool managed from one 
control plane—eliminating the need to assemble and maintain separate hardware silos. By consolidating these infrastructure services, 
Nutanix simplifies operations, speeds provisioning, and provides the resilient, high-performance foundation required for demanding 
databases and application workloads.

Built on this foundation, Nutanix also enables modern AI workflows. Its scale-out architecture, support for high-bandwidth NVMe 
storage and GPU acceleration, and data-locality optimizations make it well suited for training, inference, and model serving at 
production scale. For AI-driven applications that combine operational data with semantic search or retrieval-augmented generation 
(RAG), Nutanix HCI helps deliver low latency, predictable throughput, and simplified lifecycle management for both models and data. 
This makes Acropolis an effective platform for converging transactional databases, analytic pipelines, and AI services into a single, 
easy-to-manage infrastructure.

TEST METHODOLOGY

The Yahoo! Cloud Serving Benchmark (YCSB) is an industry-standard tool for evaluating the performance of NoSQL and document 
databases. For these tests, AMD used YCSB to create the test data set, load it into MongoDB, and simulate concurrent client activity 
across representative workload profiles. YCSB Workload A (50% reads / 50% updates) models mixed read/write transactional 
patterns, while Workload B (95% reads / 5% updates) represents read-heavy access patterns—both commonly used to characterize 
document-store behavior.

Each test followed a repeatable process: provision VMs with the validated Nutanix/ThinkAgile configurations, initialize the MongoDB 
cluster topology, load a fixed dataset, warm the cache to steady state, and then run sustained YCSB runs with a defined number 
of client threads and duration. Key metrics captured include throughput (ops/sec) and latency in μs. Tests were repeated to ensure 
consistency and averaged across runs; full test parameters (MongoDB version and configuration, YCSB version and parameters, 
dataset size, client thread count, and hardware/software stack) are documented for reproducibility. 

The three validated topologies reflect common production role separation (Router, Config, Primary, Replica) and are below:
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TEST CONFIGURATIONS

AMD configured four dual-socket servers with AMD EPYC 9175F processors with 16 cores per socket and 1.5 TB of memory per host was 
added in a high-throughput, dual-DIMM-per-channel configuration. The storage configuration used Nutanix software with 12 NVMe drives 
for data and 2 NVMe drives M.2 for boot per server. Each disk capacity was 3.84 TB for a total of ~156 TB of high-speed usable storage. 
Nutanix deduplication and erasure coding were disabled, and compression was enabled. 100 Gbps switches connected the servers.

COMPONENT DETAILS

Server 4 x Dual-Socket Server (Lenovo ThinkAgile HX665 V3 Appliance)

CPU 2 socket, AMD EPYC 9175F 16 Core @ 4.2 GHz

RAM 1.5 TB DDR5 6400 MT/s per server, configured 6000 (24 x Lenovo Think System 64 GB TruDDR5)

Network adapter ThinkSystem Mellanox ConnectX-6 Dx 100GbE QSFP56 2-port PCIe Ethernet Adapter)

Disks 12 x Think System 2.5” U.3 7450 PRO 3.84 TB Read Intensive NVMe PCIe 4.0 x4 HS SSD
2 x Think System M.2 7450 PRO 960 GB Read Intensive NVMe PCIe 4.0 x4 NHS SSD

Hypervisor AHV v.11.0.0.1

Nutanix AOS 7.5.0.5

MongoDB 8.2.5

BIOS Version UEFI Version
5.60 (Build ID: KAE138G)

YCSB ycsb-0.17.0

Linux® Red Hat Enterprise Linux release 9.4 (Plow)

CVM (Nutanix Controller VM) 16 vCPU
64 GB Memory

Table 2: Hardware and Software versions

MONGODB DATABASE SYSCTL PARAMETERS

Testing used the following sysctl configuration parameters:

•	 vm.swappiness = 1

•	 vm.zone_reclaim_mode = 0

•	 vm.dirty_ratio = 15

•	 vm.dirty_background_ratio = 5

•	 net.core.somaxconn = 4096

•	 net.ipv4.tcp_fin_timeout = 30

•	 net.ipv4.tcp_keepalive_intvl = 30

•	 net.ipv4.tcp_keepalive_time = 120

•	 net.ipv4.tcp_max_syn_backlog = 4096

•	 net.ipv4.tcp_keepalive_probes = 6

•	 net.core.rmem_max = 16777216

•	 net.core.wmem_max = 16777216

•	 net.core.rmem_default = 16777216

•	 net.core.wmem_default = 16777216

•	 net.core.optmem_max = 40960

•	 net.ipv4.tcp_rmem = 4096 87380 16777216

MONGODB DATABASE CONFIGURATION

Testing used the following Per-VM MongoDB configuration variations:

•	 Primary and Replica nodes:

•	 vCPU Counts.: 4, 8, 12

•	 Memory GB: 64, 128, 128

•	 Router nodes: 

•	 vCPU Count: 8

•	 Memory GB: 64 

•	 Config Nodes:

•	 vCPU Count: 4

•	 Memory GB: 64

•	 3 Disks all configuration (Primary, Replica Nodes)

•	 1 OS Boot  (Size: 1 x 100 GB)  

•	 1 Data (Size: 1 x 1 TB)

•	 1 Log (Size: 1 x 500 GB)

•	 3 Disks all configuration (Router & Config Nodes)

•	 1 OS Boot  (Size: 1 x 100 GB)  

•	 1 Data (Size: 1 x 1 TB)

•	 Cache size = 32 GB/64 GB/64 GB
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We used default WiredTiger cache settings, WiredTiger’s cache defaults to approximately 50% of available RAM.  Cache size was 
not explicitly tuned across configurations because all three topologies ran an identical workload—40 million records (size 1KB) loaded 
and 10 million operations executed—helping ensure the working set size was constant. Holding the dataset fixed while scaling vCPU 
resources isolates CPU throughput as the primary variable across the Small, Medium, and Large configurations, enabling a clean 
apples-to-apples comparison of compute scaling behavior.

Between the Medium and Large configurations, memory capacity remains constant at 128 GB per node, even as vCPU counts increase 
from 8 to 12. This is intentional and driven by the characteristics of the tested dataset and MongoDB’s storage engine. The dataset 
used in these tests is approximately 45 GB. In the Large configuration, data is distributed across three shards, so each shard holds 
roughly 15 GB of data. With 64 GB of WiredTiger cache available per node, the working set fits comfortably in memory and does 
not approach cache-eviction limits. As a result, memory was not a performance bottleneck in these scenarios, and increasing RAM 
beyond 128 GB would not materially affect the test outcomes.

YCSB CLIENT CONFIGURATION

Performance tests were driven by a single YCSB client VM configured to generate concurrent load against the MongoDB cluster. The 
client VM was provisioned with 32 vCPUs and 256 GB of memory and was responsible for all data loading, cache warm-up, and steady-
state test runs. The YCSB client connected to the cluster via the mongos/router endpoints and issued requests according to the selected 
workload profiles.

Test details
Client VM resources: 32 vCPU, 256 GB memory (single client used for all runs)

All tests used a single YCSB client VM (32 vCPU, 256 GB RAM) with a fixed setting of 96 client threads across the Small (4 vCPU), 
Medium (8 vCPU), and Large (12 vCPU) MongoDB configurations.

This choice was deliberate. Although the per-node vCPU counts differ, the total cluster vCPU capacity is nearly constant across the 
three test profiles (approximately 32–36 vCPUs in aggregate). Using a fixed YCSB thread count ensured that each configuration was 
subjected to a uniform, consistent client workload, allowing the results to focus on how different vCPU and shard topologies handle the 
same external pressure rather than introducing variability from changing client-side load. Including this context clarifies that the thread 
configuration was intentionally held constant to enable an apples-to-apples comparison of cluster behavior under identical YCSB demand.

YCSB workloads: Workload A (50% read / 50% update) and Workload B (95% read / 5% update)

Execution model: four YCSB process spawning multiple client threads to create aggregate concurrency and saturate the cluster

Test phases: data load • cache warm-up • steady-state measurement • cooldown

Metrics collected: throughput (ops/sec)

Reproducibility: each scenario was repeated and average; full YCSB parameters (version, thread counts, record counts, and workload 
settings) and MongoDB connection/configuration details are recorded in the test notes

Notes
The single high-capacity client VM was selected to centralize load generation and eliminate variability from multiple client hosts. Thread 
counts on the YCSB client were tuned to fully exercise the target cluster without creating client-side bottlenecks.

Parameter used for ycsb
bin/ycsb.sh run mongodb -s -P workloads/workloada -threads 96 \
  -p mongodb.url=“mongodb://x,x,x,x/ycsb?w=1” \
  -p recordcount=40000000 \
  -p operationcount=10000000 \
  -p mongodb.upsert=true \
  -p mongodb.maxconnections=192
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TEST RESULT SUMMARY

We evaluated MongoDB performance on Nutanix HCI using YCSB workloads across three validated VM configuration sizes and show how 
throughput respond to increased compute allocation:

•	 Small: 4 vCPUs per VM

•	 Medium: 8 vCPUs per VM

•	 Large: 12 vCPUs per VM

Tests used YCSB Workload A (50/50 read/update) and Workload B (95/5 read/update) with steady-state runs capturing throughput 
(ops/sec) resource utilization. Configurations reflected realistic role separation (routers, config servers, primaries, replicas) and identical 
dataset sizes and client loads for repeatability.

Key findings
Predictable scaling: Throughput scaled consistently as vCPU capacity increased from Small • Medium • Large, demonstrating that 
adding CPU resources at the VM level yields proportional gains for MongoDB under both mixed and read-heavy workloads.

Per-VM efficiency: Medium configurations (8 vCPU) showed a balanced improvement in throughput while maintaining moderate CPU 
and I/O utilization, making them an efficient choice for many production deployments.

High-compute benefits: Large VMs (12vCPU) produced the highest absolute throughput but also exhibited higher per-instance CPU 
utilization, indicating strong returns when workloads need maximum single-instance processing capacity.

Platform synergy: The Nutanix HCI environment running on Lenovo ThinkAgile HX665 V3 servers with AMD EPYC 9005 processors 
delivered the I/O bandwidth, memory capacity, and network throughput needed to sustain high-ingest, low-latency MongoDB workloads.

CONCLUSION 
Lenovo ThinkAgile HX665 V3 servers integrated with Nutanix Software can help customers optimize their IT infrastructure and 
streamline operations. Servers powered by AMD EPYC processors deliver outstanding performance with over 500 world records across a 
broad range of workloads.5

The test results demonstrate that scaling vCPU resources per VM is an effective way to increase MongoDB performance on Nutanix 
HCI. Lenovo ThinkAgile HX665 V3 systems, combined with Nutanix software and AMD EPYC 9005 processors, provide a resilient, high-
performance platform for document-store databases—supporting small, medium, and large deployment profiles for SMB and SME use 
cases. In addition to excellent throughput and predictable scale-out behavior, the solution offers built-in high availability, self-healing, 
and data-protection features, enabling organizations to optimize infrastructure costs while maintaining the performance and reliability 
required for modern, data-intensive applications.

For more information, visit www.amd.com.

http://
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FOOTNOTES
1.	 FAQ: MongoDB Storage*

2.	 Performance Best Practices: Hardware and OS*

3.	 MongoDB*

4.	 Install YCSB client software on the client machine and configure as per the instruction: https://github.com/brianfrankcooper/YCSB*

5.	 For a complete list of AMD EPYC world records see https://www.amd.com/en/products/processors/server/epyc/epyc-world-records.html

RELATED LINKS
•	 AMD EPYC Server Processors for Hyperconverged Infrastructure

•	 AMD Data Center Solutions

•	 AMD EPYC™ Tech Docs and White Papers Library

•	 Nutanix*

•	 Lenovo ThinkAgile HX665 V3 Product Guide*
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