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Audience

This document is intended for a technical audience such as production deployment and performance engineering teams
with:

» Abackground in configuring servers and containers
« Admin access to both the server management Interface (BMC) and the OS
« Familiarity with setting up Kubernetes clusters

 Familiarity with both the BMC and 0S-specific configuration, monitoring, and troubleshooting tools
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CHAPTER 1: INTRODUCTION

Containerizing an application platform and its associated dependencies abstracts the underlying infrastructure and 0S
differences for efficiency. Each containeris bundled into one package containing an entire runtime environment, including
an application with all its dependencies, libraries and other binaries, and configuration files needed to run that application.
Containers running applications in a production environment need management to ensure consistent uptime. If a
container goes down, then another container needs to start automatically.

Kubernetes (K8S) enables automated container deployment and management. According to What is Kubernetes?*, “K8S
is a portable, extensible, open-source platform for managing containerized workloads and services. It takes care of scaling
and failover for your application, provides deployment and more. It has a large, rapidly growing ecosystem. K85 services,
support, and tools are widely available.”

Kubernetes includes the following features:

» Service discovery and load balancing.

» Storage orchestration.

» Automated rollouts and rollbacks.

» Automatic bin packing.

 Self-healing.

» Secret and configuration management.

* Node-level CPU Management Policies

This tuning guide provides detailed Kubernetes configurations optimized for AMD EPYC™ 8005 Series processors,
engineered to maximize power efficiency and performance for high-throughput, low latency demands of Edge computing.

1.1- ABOUT TUNING KUBERNETES

Workloads that scale and perform well on bare metal should see a similar scaling curve in a container environment with
minimal performance overhead. Large overhead generally means that application settings and/or container configuration
are not optimally set. These topics are beyond the scope of this tuning guide. Unlike bare-metal environments, Kubernetes
dynamically manages compute resources through pod scheduling and cgroup constraints, which without proper tuning can
lead to resource contention and degraded application throughput.

By default, Kubernetes relies on the Linux scheduler for resource scheduling and lacks inherent awareness of hardware
topologies like Core Complex (CCX) cache boundaries and treats SMT (Simultaneous Multithreading) the same as a
physical core. This can result in suboptimal workload placement, such as filling logical threads before physical cores or
splitting across multiple caches.

Please see the AMD EPYC™ 8005 Series Architecture Overview (available from the AMD Technical Information Portal (TIP))
for detailed information about CCXs, CCDs, and NUMA references.
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This guide provides recommended Kubernetes configurations to optimize Al at the Edge and Telco workload deployments
on AMD EPYC 8005 Series processors. While these settings optimize the Kubernetes scheduler for AMD processors,
additional application-specific, BIOS, and firmware tuning may be required to achieve peak throughput.

1.2 - IMPORTANT READING

Please be sure to read the following guides (available from the AMD Technical Information Portal), which containimportant
foundational information about 5th Gen AMD EPYC processors:

o AMD EPYC™ 8005 Processor Architecture Overview
» BI0OS & Workload Tuning Guide for AMD EPYC™ 8005 Series Processors

» Memory Population Guidelines for AMD EPYC™ 8005 Series Processors

AMD EPYC™ 8005 KUBERNETES CONTAINERS TUNING GUIDE READY TO CONNECT?: Visit https://docs.amd.com/



https://docs.amd.com/
https://docs.amd.com/

AMD\
=PYC

CHAPTER 2: BEST PRACTICES FOR CONTAINERS DEPLOYMENT

This chapter recommends the following best practices for container deployment on Kubernetes:

» Reserve CPUs and memory resources for Kubelet and system daemons and eviction thresholds. To prevent node
resource starvation, Kubernetes must balance the demands of pods with the system daemons powering the 0S and
Kubelet. By defining specific resource allocations and setting proactive eviction thresholds, Kubelet can monitor CPU,
memory, and 1/0 usage to terminate pods before critical resource exhaustion occurs, ensuring overall node stability.

To ensure deterministic performance for Edge-deployed Data Plane Development Kit (DPDK) applications using AMD
EPYC 8005 Series, it is critical to isolate infrastructure overhead from the workload. Specific CPU cores must be
reserved for DPDK poll mode drivers to ensure zero-packet-loss throughput. Please refer to the Data Plane
Development Kit Tuning Guide for recommended CPU pinning strategies. See “Recommended Settings” below to set
reserved resources and define Kubelet eviction thresholds to ensure infrastructure stability.

» Reducing noisy neighbor scenarios: To mitigate "noisy neighbor" scenarios where containers compete for CPU cycles,
you must define resource requests and limits within the pod specification. These definitions determine the pod's
Quality of Service (QoS) class, which Kubernetes uses to prioritize resource allocation and eviction:

- Guaranteed: Requests and limits are explicitly defined and equal. These pods have the highest priority and the
most predictable performance.

- Burstable: Requests are defined but are less than the limits (or limits are omitted). These pods can utilize excess
capacity but are subject to throttling.

- BestEffort: Norequests or limits are specified. These pods have the lowest priority and are the first to be evicted
during resource contention.

For latency sensitive workloads, it is recommended to disable SMT to prevent thread misalignment. If SMT
enablement is required, the kubelet will treat physical and logical cores with the same scheduling priority. In some
cases, pods could be assigned threads from separate physical cores that are not siblings, which can cause different
containers to share a physical core and contribute to a noisy neighbor problem. Setting the Kubernetes cpu-manager-
policy-options static policy option flag to full-pcpus-only=true will always allocate full physical cores to prevent SMT
thread misalignment. Kubelet will only admit pods if the entire CPU request for all containers can be fulfilled by
allocating full physical cores.

The AMD EPYC chiplet architecture features a split L3 cache topology, where a group of CPU cores share the same L3
cache or Core Complex (CCX). Each Core Complex Die (CCD) can hold multiple CCXs depending on the processor SKU. In
a split L3 topology, a noisy neighbor can occur in the L3 cache, which can greatly impact workloads that are sensitive
to cache or memory latency. AMD has mitigated this by contributing Enhancement for Split-Uncorecache to the
Kubernetes code base, now available since K8s v 1.32,

» Enable the Kubelet CPU Manager’s static policy to pin workloads to specific CPU cores. By default, Kubernetes
shares all CPUs among pods, which leads to context switching and unpredictable jitter. CPU pinning eliminates this
interference, providing the stable, low-latency performance that high-speed Telco applications and CPU based Al
Inference models require.
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» Implement Node level NUMA topology alignment for CPU and PCI devices: While CPU pinning provides basic
isolation, latency-sensitive workloads—such as network-intensive Telco applications—require precise alignment with
local NUMA nodes to minimize latency. Kubernetes utilizes the Topology Manager and its Hint Provider interface to
coordinate these assignments. By integrating with the Device Plugin API, the Topology Manager uses Topologylnfo
data to ensure that CPUs and I/0 devices are allocated from the same NUMA node, creating a unified, topology-aware
resource environment. The Topology Manager provides two distinct settings:

- Scope: Aligns resources at the pod or container level.
- Policy: Defines how the alignment is carried out, which will be best-effort, restricted, or single-numa-node.

» For multi-NUMA platforms, use the Memory Manager to ensure container CPUs, memory, and peripheral devices are
all aligned to the same NUMA locality. Implementing the Memory Manager provides strict proximity and deterministic
low latency required for high-performance workloads.
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CHAPTER 3: RECOMMENDED SETTINGS

Kubernetes provides tuning knobs to optimize containerized workload deployments. These settings affect the scheduler
behavior for Guaranteed QoS pods. AMD recommends using Guaranteed QoS pods for production deployments. The
following sections describe how to enable those tuning knobs and other settings that assist with node stability. These
settings are all associated with the kubelet service and modifications are contained in one file.

3.1- CONTAINER PINNING SETTINGS

3.1.1- Enable Kubernetes Static CPU Manager Policy

By default, the scheduler load balances such that the containerized application will bounce around to different CPUs. Set
CPU Manager to static to pin Guaranteed QoS pods/containers to CPUs.

kind: KubeletConfiguration
apiVersion: kubelet.config.k8s.io/vlbetal

cpuManagerPolicy: "static"
reservedSystemCPUs: "(0-7"

Append the following to the kubelet configuration file:

Setting reserved-cpus is a requirement to enable the Static CPU Manager to prevent CPU resource starvation on the
node. The indicated CPUs in the reservedSystemsCPUs configuration field will not be allocatable to Guaranteed pods
and can be dedicated for system and kubelet daemons. Delete the cpu_manager state file before restarting the
kubelet service to have configuration changes take effect.

# rm /var/lib/kubelet/cpu manager state

Restart the kubelet service. Only Guaranteed QoS pods will be pinned to CPUs when the Static CPU Manager Palicy is
enabled.

# systemctl restart kubelet

Note that Burstable and Best Effort QoS pods can still consume the indicated CPUs reservedSystemCPUs by default.
To fully isolate and prevent any Kubernetes workload from utilizing the reservedSystemCPUs, enable the strict-
cpu-reservation policy option.

kind: KubeletConfiguration
apiVersion: kubelet.config.k8s.io/vlbetal
featureGates:

CPUManagerPolicyOptions: true
cpuManagerPolicy: static
cpuManagerPolicyOptions:

strict-cpu-reservation: "true"
reservedSystemCPUs: "0-7"

Remove the cpu_manager_state file and restart the kubelet for changes to take effect
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3.2 - RESOLVING THE NOISY NEIGHBOR PROBLEM

3.2.1- Pod Resource Limits

Defining a pod resource limit mitigates some noisy neighbor problem. It is good practice to set pod limits. Here are some
examples of how to define QoS class for pods:

* Pods are given Guaranteed QoS class if their CPU and memory request match their limits. Guaranteed QoS pods will
have the lowest eviction priority (meaning last to be killed when node resources are constrained).

apiVersion: batch/vl
kind: Job
metadata:
name: sysbenchl
namespace: sysbench
spec:
template:
spec:
restartPolicy: Never
containers:

- name: sysbenchl
image: sb-test:latest
imagePullPolicy: IfNotPresent
resources:

limits:
cpu: "2"
memory: "500M"
requests:
cpu: "2"
memory: "500M"
nodeSelector:
name: controller

- Pods are given Burstable QoS class if at least one container has a CPU or memory request. The limit can be left
undefined or higher than the request to remain as a Burstable QoS.

apiVersion: batch/vl
kind: Job
metadata:
name: sysbenchl
namespace: sysbench
spec:
template:
spec:
restartPolicy: Never
containers:

- name: sysbenchl
image: sb-test:latest
imagePullPolicy: IfNotPresent
resources:

limits:
cpu: "2"
requests:
cpu: "1"
nodeSelector:
name: controller
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- Pods with no resource definitions set will be given a BestEffort QoS class. BestEffort QoS pods will have the highest
eviction priority (meaning first to be killed when node resources are constrained).

3.2.2 - SMT Alignment

Another factor that could contribute to a noisy neighbor scenario occurs when multiple pods share the same physical
CPUs. The static CPUManagerPalicyOptions for kubelet includes an option that forces Guaranteed pods to use only full
physical cores.

Add the full-pcpus-only option to the CPUManagerPolicyOptions of the kubelet configuration file.

kind: KubeletConfiguration
apiVersion: kubelet.config.k8s.io/vlbetal
featureGates:

CPUManagerPolicyOptions: true
cpuManagerPolicy: static
cpuManagerPolicyOptions:

full-pcpus-only: "true"
reservedSystemCPUs: "0, 64"

Remove the cpu_manager_state file and restart the kubelet for changes to take effect .

3.2.3 - Last Level Cache Alignment

AMD EPYC Processors utilize a chiplet-based architecture that is more advanced than a traditional monolithic silicon
design. The Core Complex (CCX) is the fundamental unit of CPU cores that share a large pool of L3 cache, also referred to
as uncore cache or last level cache. The Core Complex Die (CCD) is a physical chiplet containing the CCX(s). The EPYC
processor contains multiple CCDs connected to a central I/0 die. Please see the AMD EPYC™ 8005 Series Architecture
Overview (available from the AMD Technical Information Portal (TIP)) for more information.

To optimize performance for cache-bound workloads, we can isolate containers to CCXs to ensure the workload CPUs have
exclusive access to the local L3 cache. The matrix below shows the CPU-to-CPU latency measured in nanoseconds (lower
is better) when passing a packet between CPUs via its cache coherence protocol to show the benefit of last level cache
affinity. Latency between CPUs from different CCXs can be higher than the latency between CPUs of the same CCX.
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AMD EPYC 8635P 84-Core Processor
Core-to-core latency of CPUs 0-13

Min=20.4ns Median=98.9ns Max=108.4ns Avg=67.2ns
c 1 2 3 4 5 6 7 8 9 10 11 12 13

1 1 1 1 1 1 1

CPU D A 25 26 28 22 26 103 98 103 102 103

CPU1 4 25 23 26 26 22 28 103 101 103 103 103

CPU2 426 23 23 26 25 28 102 98 103 101 103

CPU3 428 26 23 27 29 28 103 103 103 105

CPU4 422 26 26 27 29 27 103 103 103 108

CPUS5 4 103 103 103 104

CPU 6 A 103 105 104 108

CPU7

CPU 8

CPU9

CPU 10

CPU 11

CPU 12

CPU 13

A static CPUManagerPolicyOptions called prefer-align-cpus-by-uncorecache was introduced to the kubelet to intelligently
allocate CPU resources for Guaranteed QoS containers such that all CPUs assigned to a single container share the same
last level cache. This policy operates on a best-effort basis and aims to minimize the distribution of each container’'s CPU
resources across CCXs, based on the container's requirements and accounting for allocatable resources on the node.

By default, the static policy does not account for uncore cache topology. Containers will be assigned CPU resources using
a packed methodology. The following diagram below helps to illustrate uncore cache alignment when the feature is
enabled and the enhancement from the default static policy.
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Default Static Policy

Free CPU

CPUO Uncore CPU1
CPU2 CPU3

Container 1 Cache
0
Container 2

1l

prefer-align-cpus-by-uncorecache enabled

[ ] Freecpu
cpuo [ [ CPU1
. CPU2 CPU3
Container 1
] CPU4 ca;'he CPU5
|:| Container 2 S s

In the default static policy, Container 1 and Container 2 can experience a noisy neighbor impact due to cache access
contention on Uncore Cache 0. Additionally, Container 2 will have CPUs distributed across both caches which can introduce
a cross-cache latency. With prefer-align-cpus-by-uncorecache enabled, each container is isolated on an individual cache.
This resolves the cache contention between containers and minimizes the cache latency for the CPUs being utilized.

To enable this option, append the following the kubelet configuration file. Remove the cpu_manager_state file and restart
the kubelet for changes to take effect.
kind: KubeletConfiguration

apiVersion: kubelet.config.k8s.io/vlbetal
featureGates:

CPUManagerPolicyAlphaOptions: true #required for Kubernetes v1.32 -1.33
CPUManagerPolicyBetaOptions: true #enabled by default
CPUManagerPolicyOptions: true #enabled by default
cpuManagerPolicy: "static"
cpuManagerPolicyOptions:
prefer-align-cpus-by-uncorecache: "true"
reservedSystemCPUs: "0-7"

This feature was first introduced in Kubernetes v1.32 as an alpha policy option and will reguire the
CPUManagerPolicyAlphaOptions feature gate to be enabled. The policy option graduated to a beta option in Kubernetes
v1.34 and became a stable option in v1.36. CPUManagerPolicyBetaOptions and CPUManagerPolicyOptions are enabled by
defaultin the kubelet. Enable the policies as necessary based upon the version of Kubernetes deployed. Please see Control
CPU Management Palicies on the Node from the Kubernetes documentation for additional information on feature states.
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The following tests were conducted on an SMT-enabled AMD EPYC 8635P 84-Core Processor to show the performance
optimization of the tuning features available in Kubernetes. This processor consists of 12 CCXs. Benchmarks were deployed
in Guaranteed QoS pods and scaled based upon the amount of CCXs. These benchmarks evaluate the CPU resource
allocation based on the default Static CPUManager Policy enabled and the Static CPUManager Policy with prefer-align-
cpus-by-uncorecache enabled. When the Static CPUManager Policy is enabled, the first 10 CPUs (5 cores) of CCDO are
reserved for system and kubelet daemons.

The first test is a performance benchmark for NGINX using a two-container pod. The first container runs NGINX and the
second runs a wrk load generator as a sidecar, both sharing the same network namespace to remove network latency and
primarily stress the CPUs. Both containers are allocated exactly 6 CPUs and 512Mi of memory. A total of 11 pods were
deployed, and the aggregate system throughput was measured.

Note that NGINX by default is not aware of the cgroups created by Kubernetes, meaning the CPU resource requests and
limits specified in the YAML file are ignored. The default NGINX configuration sets worker_processes to auto, which reads
/proc/cpuinfo to detect CPUs, exposing the host's CPU hardware rather than the cgroup allocation. Consequently, the
NGINX container will spawn waorkers for all CPUs on the host, causing massive context switching, throttling, and
performance degradation. The following snippet of the yaml file shows how to resolve the cgroup resources for this
experiment.

apiversion: vl
kind: ConfigMap
metadata:
name: nginx-template
data:
nginx.conf: |
user nginx;
include /etc/nginx/generated/worker_config.conf;
events
worker_connections 10240;
accept_mutex on;
multi_accept on;
}
http {
access_log off;
server {
listen 80;
location / {
return 200;

}

apiVersion: apps/vl
kind: Deployment
metadata:

name: nginx-perf-guaranteed
spec:

replicas: 11

selector:

matchLabels:
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app: nginx-perf
template:
metadata:
labels:
app: nginx-perf
spec:
volumes:
- name: config-template
configMap:
name: nginx-template
- name: generated-config
emptyDir: {}

containers:
- name: nginx
image: nginx:1.27

resources:
requests: { cpu: "6", memory: "512Mi" }
limits: { cpu: "6", memory: "512Mi" }
command: ["sh", "-c"]
args:

=
echo "worker_processes ${MY CPU_LIMIT:-1};" > /etc/nginx/generated/worker_config.conf
echo "worker_cpu_affinity auto;" >> /etc/nginx/generated/worker_config.conf
exec nginx -g 'daemon off;'
env:
- name: MY _CPU_LIMIT
valueFrom:
resourceFieldRef:
containerName: nginx
resource: limits.cpu
divisor: "1"

The CPU resources are defined in the Deployment as 6 CPUs. The downward APl exposes that value as an environment
variable called MY_CPU_LIMIT. The startup script then overrides the default NGINX entrypoint to write worker_processes
6; and waorker_cpu_affinity auto; to a generated config file. The ConfigMap nginx.conf includes this generated file via an
include directive, so NGINX picks up the cgroup-aligned settings at startup.

The worker_processes value matches the CPU limit since these are Guaranteed QoS Pods. The worker_cpu_affinity auto
setting lets NGINX distribute the set workers across the CPUs visible from the cgroup.

The figure below shows the normalized performance gains based on each optimization policy (results may vary based on
hardware and software configuration).
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Normalized Throughput Comparison of 11 NGINX-

wrk Pods
1.25
1.20
1.2
1.15
1.1
1.05
1

1

0.95 -
0.9

Default Static CPU Manager prefer-align-cpus-by-uncorecache

enabled

The second test runs across 11 pods, where each pod pairs a Redis cluster of 6 instances — formed via redis-cli --cluster
create — with a single memtier container. Each individual container is allocated 6 dedicated CPUs. Memtier drives a
sequential 1:1SET/GET workload over 1 million 100-byte keys, using 8 threads and a pipeline depth of 10 per Redis instance,
running until every key has been accessed. The benchmark was scaled and run concurrently, measuring the system
aggregate throughput. The figure below shows the normalized performance gains based on each optimization (results
may vary based on hardware and software configuration).

Normalized Throughput Comparison of 11 redis-memtier Pods

1.4

1.32
1.3
1.2
1.1
1.06
1

1
0.9 .
0.8

Default Kubernetes Configuration Default Static CPUManager Policy prefer-align-cpus-by-uncore-cache
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In both benchmarks, the default Static CPUManager Policy reduces the overhead and latency from context switching.
However, the default CPU allocation pins the CPU resources in a packed numerical order, resulting in misalignment and
noisy neighbors at the cache level. Prefer-align-cpus-by-uncore-cache provides additional optimization by automatically
aligning workloads to the last level cache.

3.3 - NUMA ALIGNMENT SETTINGS

CPU pinned containers can be assigned other resources from different NUMA nodes. Enabling Topology Manager and
setting it to single-numa-node forces the kubelet to align CPU, memory, or I/0 resources to the same NUMA locality for
optimal resource alignment and latency reduction. Pods/containers will not be admitted if all resources cannot be aligned
to a single NUMA. Setting the Topology Manager to the restricted policy limits the preferred kubelet alignment to the
minimum possible NUMA nodes for a given request size on a given machine. Setting the Topology Manager to the best-
effort policy will allow the kubelet to use all resource hints for optimal resource allocation but still allow pods/containers
to be admitted if optimal alignment is not possible. See the configuration in section 3.4 NUMA Aware Memory Manager
to enable the Topology Manager Policy.

3.4 - NUMA AWARE MEMORY MANAGER

Memory Manager provides guaranteed memory and hugepages allocation for Guaranteed QoS class pods. The CPU and
Topology policy managers should be set prior to the Memory Manager. This policy has an accompanied flag called
reserved-memory. If the policy is set to static and other node allocatable mechanisms such as —eviction—
threshold are utilized, then reserved-memory is mandatory. The reserved-memory set must equal the sum of the
memory specified for kubeReserved, systemReserved, evictionHard parameters. The evictionHard memory is the threshold
set as the minimum amount of memory that must be available on the node. When free memory reaches this threshold, the
Kubelet is signaled to make eviction decisions based upon pod priorities. The default evictionHard memaory value is T00Mi.

Append the following to the kubelet configuration file to enable the static Memory Manager:

kind: KubeletConfiguration
apiVersion: kubelet.config.k8s.io/vlbetal

kubeReserved:
memory: 256Mi

systemReserved:
memory: 256Mi

cpuManagerPolicy: "static"
cpuManagerPolicyOptions:

reservedSystemCPUs: "0-7"
topologyManagerPolicy: single-numa-node
memoryManagerPolicy: "Static"
reservedMemory:

- numaNode: 0

limits:
memory: "612Mi"

evictionHard:

memory.available: "100Mi"

Remove the cpu_manager_state and memory_manager_state file and restart the kubelet for changes to take effect.
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CHAPTER 4: RESOURCES

e Whatis Kubernetes?*

e Architecting Kubernetes Clusters — Choosing a Worker Node Size*

» Reserve Compute Resources for System Daemons*
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CHAPTER 5: GLOSSARY

» K8S: Shorthand for Kubernetes

* Pod: Smallest unit of work known to Kubernetes. Pod can contain one or more containers
* Node: Worker machine within the K8S cluster

* Qo0S: Quality of Service

* CFS: Completely Fair Scheduler

« EEVFD: Earliest Eligible Virtual Deadline First

* SMT: Simultaneous Multiple Threading
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