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Approaching.Al is dedicated to Al inference infrastructure. The company has independently developed AIMA, an
open-source Al inference operating system, and, together with Tsinghua MADSys Lab and 9#AISoft, co-developed KTrans-
formers (KT), an open-source heterogeneous inference framework. To address the growing demand for private deployment
of large language models—including data sovereignty, offline availability, and cost-effective implementation—as well as
industry challenges such as Mixture-of-Experts (MoE) memory constraints, compute-resource mismatch, and high opera-
tional complexity, Approaching.Al has partnered with AMD to deliver the AMD EPYC™ x KT + AIMA Joint Heterogeneous
Inference Solution for Large Language Models.

Built on the full lineup of AMD EPYC™ processors, the solution fully leverages the platform’s strengths in multi-chip coordi-
nation and end-to-end optimization. By combining the KTransformers heterogeneous collaborative inference framework
with the AIMA Al inference operating system, it adopts a dedicated inference paradigm for sparse MoE models featuring
CPU expert offloading and GPU hot-path acceleration. Fully optimized for the AMD EPYC™ 3005 and 3004 platforms, the
solution provides enterprises with a comprehensive Al private deployment stack spanning hardware infrastructure, infer-
ence engine optimization, and production-grade implementation.

The rise of Agentic Al is ushering in a new generation of Al applications centered on large language models, private deploy-
ment, domain-specific use cases, and greater operational autonomy. As organizations transition from experimentation to
production deployment, however, they face a common set of challenges: large models are difficult to run, prohibitively
expensive to operate, challenging to deploy, and complex to manage at scale. Existing infrastructure and inference
solutions often fail to meet enterprise requirements, creating significant barriers to the widespread adoption of Al.
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Growing Demand for Private LLM Deployment

As enterprises integrate large language models into mission-critical applications, requirements such as data sovereignty,
air-gapped operation, long-term operational control, and system stability with comprehensive observability have become
increasingly important. Consequently, on-premises and private deployment have emerged as essential requirements
across a wide range of industries.

At the same time, enterprise Al workloads demand far more than the basic conversational capabilities offered by 7B or 13B
models. Production environments increasingly require support for mainstream sparse MoE models ranging from 35B to
more than 600B parameters to power complex, domain-specific Al applications. Organizations also seek to maximize
infrastructure investments by balancing the cost-effectiveness of new hardware purchases with the ability to leverage
existing server assets, thereby minimizing total cost of ownership (TCO).

Key Limitations of Existing Inference Solutions

Despite rapid advances in Al infrastructure, enterprise-scale LLM inference continues to face several fundamental
challenges:

» The high cost of all-GPU deployments. Running models with more than 100 billion parameters typically requires multi-
ple high-memory GPUs, driving up capital expenditures as well as ongoing costs for power, cooling, and software licens-
ing.

¢ Inefficient alignment between model characteristics and compute resources. Sparse MoE models are characterized by
a large total parameter count but a relatively small number of parameters activated during each inference. As a result,
GPU-only architectures often suffer from low hardware utilization, leading to inefficient use of expensive compute
resources.

» Complex deployment and operational requirements. Performance tuning, heterogeneous workload scheduling, NUMA
and PCle optimization, hardware topology configuration, and model adaptation all require specialized expertise. This
complexity makes it difficult to standardize deployments and scale implementations across multiple environments.

e Underutilization of existing infrastructure. Many enterprises already operate CPU-based servers equipped with large
memory capacities, yet these systems cannot effectively participate in LLM inference under conventional deployment
architectures. As a result, valuable infrastructure investments remain significantly underutilized.

Technology Overview and Industry Trends

As large language models continue to move from research into enterprise production, workloads involving complex seman-
tic understanding, long-context reasoning, and domain-specific knowledge inference are placing increasingly stringent
demands on both model capacity and inference efficiency. With its unique ability to scale model capacity through sparse
computation, the MoE architecture has emerged as the industry’s preferred approach for building next-generation founda-
tion models. Ultra-large-scale models containing 100 billion to more than 600 billion parameters are rapidly becoming
foundational Al infrastructure across government, financial services, telecommunications, manufacturing, and other
mission-critical industries. This evolution is fundamentally reshaping inference architectures, accelerating the industry’s
transition from traditional GPU-only acceleration to a heterogeneous CPU-GPU computing paradigm.
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The Foundation: AMD EPYC™ Processor Technology

AMD EPYC™ processors continue to set the standard for modern data centers, delivering industry-leading specifications,
performance, energy efficiency, and platform reliability. With exceptional memory bandwidth, high core counts, extensive
I/0 scalability, and compatibility across multiple processor generations, the AMD EPYC™ platform provides an ideal CPU
foundation forinference on sparse MoE models. Its outstanding Al inference capabilities provide the compute performance
required for large language model inference while meeting the demanding requirements of enterprise Al deployments.

AMD EPYC™ Series | Microarchitecture [ Memory Channels/ Theoretical Bandwidth m Target Workloads

EPYC™ 9005 12-channel DDRS / 614 GB/s AVX-512, PCIe®5.0 | 671B+ models, FP8/BF16 high-precision inference

EPYC" 9004 12-channel DDRS / 460 GB/s AVX-512, PCle® 5.0 122B-395B model high-throughput inference

AMD EPYC™ Processor Family: Key Specifications and Recommended Inference Workloads

Product Portfolio and Workload Alignment

* AMD EPYC™ 9004 Series Processors (4th Gen): Built on AMD’s chiplet architecture, the 4th Gen AMD EPYC™ 9004 Series
features up to 96 Zen 4 cores or 128 Zen 4c cores. Its NUMA-aware design, with Core Complex Dies (CCDs) interconnected
through a centralized 1/0 Die (I0D), supports DDR5 memory, PCle® 5.0, and CXL® memory expansion—making it an ideal
platform for large language model inference. Combining high memory bandwidth, exceptional compute density, and
outstanding platform efficiency, the EPYC™ 9004 Series enables enterprises to accelerate Al workloads while reducing
total cost of ownership (TCO).

For enterprise applications such as private knowledge-base question answering and long-document summarization,
CPU-only deployment has demonstrated strong real-world performance. For example, a dual-socket system powered by
AMD EPYC™ 9654 processors achieved 10-12 tokens per second running a sparse MoE model at BF16 precision. Compared
with conventional approaches, the system delivered approximately 65% higher aggregate throughput per minute,
enabling stable execution of mixed enterprise workloads.

« AMD EPYC™ 9005 Series Processors (5th Gen): The 5th Gen AMD EPYC™ 9005 Series is designed to accelerate Al, cloud,
and data center workloads. Powered by the latest Zen 5 and Zen 5c architectures, it offers up to 192 cores and 384
threads, boost frequencies of up to 5.0 GHz, and support for 12-channel DDR5-6400 memory (1DPC). In 2DPC configura-
tions, the platform supports up to 6 TB of memory per socket using 256 GB 3DS RDIMMSs or up to 9 TB per socket using
384 GB 3DS RDIMMs. Combined with 160 PCle® 5.0 lanes in dual-socket systems and support for CXL° memory expan-
sion, it delivers the bandwidth and memory capacity required for high-concurrency expert routing and KV cache residency
in large language model inference.

Optimized for Al inference, databases, cloud computing, and other mission-critical enterprise workloads, the AMD EPYC™
9005 Series delivers exceptional compute density, scalability, and platform reliability, making it an ideal compute foun-
dation for modern data centers.

The AMD EPYC™ 9355 exemplifies the platform’s architectural advantages for Al inference. Designed for the SP5 socket,
it features 256 MB of L3 cache and a unique core-to-cache configuration that enables only four cores per CCD while
preserving the full 32 MB of L3 cache per CCD. This results in an exceptionally high cache-to-core ratio, significantly
improving data locality for KT inference workloads while delivering both high throughput and outstanding inference
performance.
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Key Performance Advantages

* High memory bandwidth: Supports large-scale expert loading and KV cache residency, helping overcome the memory
capacity constraints of GPU-only deployments.

» High core density and thread-level parallelism: Enables one-to-one mapping between kt_cpuinfer and the number of
physical CPU cores, maximizing parallel execution of expert computations on the CPU.

* PCle® 5.0 connectivity: Delivers the bandwidth required for high-speed multi-GPU all-reduce communication, increasing
overall system inference throughput.

» Architectural advantages across processor generations: Zen 4 supports AVX-512 through dual-issued 256-bit execution
datapaths, while Zen 5 features a native 512-bit AVX-512 datapath. This architectural enhancement provides a significant
performance advantage for the FP8 and BF16 kernels used by KT.

KT Heterogeneous Inference Architecture

KT is an open-source heterogeneous inference framework that enables full-precision deployment of 100B+ parameter large
language models using a single GPU paired with an AMD EPYC™ processor. By combining high-performance inference,
lossless model accuracy, and low GPU memory requirements, KT enables enterprise-grade Al deployment on mainstream
GPU hardware.

Key Advantages

* Next-generation heterogeneous inference architecture: Powered by intelligent heterogeneous scheduling, KT delivers
faster inference, lower hardware requirements, and native model fidelity, enabling efficient LLM inference, long-context
interactions, and full-parameter fine-tuning.

» Simplified, end-to-end deployment: KT enables 100B+ parameter models to run on a single GPU while preserving
full-precision accuracy, delivering high-throughput long-context inference and cost-effective model customization—all
through a streamlined deployment workflow for private LLM environments.

* Maximized compute efficiency: KT's intelligent CPU-GPU workload partitioning assigns compute-intensive operations
to the GPU while offloading lightweight auxiliary tasks to the CPU, maximizing hardware utilization and eliminating idle
compute resources.

* Broad model compatibility: KT provides seamless support for today’s leading open-source and commercial large

language models. Its continuously evolving open ecosystem ensures rapid support for new models, enabling a one-time
deployment that remains compatible with future model releases.

AIMA Al Inference Infrastructure Operating System

AIMA (Al Inference Managed by Al) is an open-source Al inference infrastructure operating system developed by Approach-
ing.Al.
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Key Capabilities

* Hardware Discovery: Automatically profiles the underlying hardware by detecting CPU model and microarchitecture, GPU
inventory and driver versions, memory capacity and channel configuration, as well as PCle® and NUMA topology, generat-
ing a standardized hardware profile for deployment optimization.

» Knowledge-Based Configuration: Selects validated hardware, inference engine, and model combinations from a
three-layer YAML knowledge base, then generates compatibility recommendations with confidence scores based on
verified deployment configurations.

» Automated Deployment: Supports native (bare-metal), Docker, and K3s runtime environments, automatically translat-
ing recommended configurations into production-ready inference services.

« Continuous Learning and Optimization: Records deployment results and benchmark data, storing them locally in SQLite
and the knowledge store before synchronizing with a central repository. Once validated and aggregated, the updated
knowledge base is automatically propagated, allowing future deployments on similar hardware platforms to reuse
proven configurations without additional tuning.

AMD EPYC" x KTransformers + AIMA Solution Architecture

The AMD EPYC™ x KTransformers + AIMA Joint Solution combines KT’s heterogeneous inference framework with AIMA’s
intelligent deployment and operations platform, built on the high-performance compute foundation provided by AMD
EPYC™ processors. Leveraging the EPYC™ platform’s exceptional memory bandwidth, high core density, and native PCle®
connectivity, the solution delivers an integrated hardware-software platform optimized for private deployment of large
language models. It is purpose-built for mainstream sparse MoE models and provides an end-to-end software stack span-
ning hardware resource orchestration, inference optimization, and production-scale operations.

Built on a CPU-GPU heterogeneous computing architecture, the solution intelligently partitions model experts based on
runtime access patterns, placing frequently accessed (hot) experts on GPUs while offloading infrequently accessed (cold)
experts to CPU memory. This architecture maximizes hardware utilization while enabling organizations to leverage both
existing and next-generation AMD EPYC™ platforms. Combined with AIMA’'s automated hardware discovery, intelligent
configuration, and one-click deployment capabilities, the solution simplifies enterprise deployment and operations while
preserving data sovereignty through private, on-premises deployment. The result is a scalable, high-performance, and
cost-efficient inference platform for government, financial services, telecommunications, manufacturing, and other enter-
prise environments.

AMD EPYC™: An Ideal Platform for CPU Expert Offloading

Sparse MoE models present a unique challenge: although they contain hundreds of billions of parameters, only a small
subset of experts is activated during each inference request. KT addresses this challenge through a CPU-GPU heteroge-
neous inference architecture.

In this architecture, frequently accessed (hot) experts are placed in GPU memory, while infrequently accessed (cold) experts
are offloaded to the large system memory provided by AMD EPYC™ processors. Through operator-level optimization, the
CPU executes the majority of expert computations, allowing the GPU to focus on latency-sensitive, activation-intensive
workloads.
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AMD EPYC™ Series | Microarchitecture Recommended KT Backend Supported Quantization Formats
EPYC™ 9005 (Turin) AVX-512 native-precision FP8, BF16, GPTQ-INT4, RAWINTA4, BLIS INT8, GGUF

EPYC™ 9004 (Genoa) AVX-512 native-precision + AVX512_VNNI FP8, BF16, GPTO-INT4 (VNNI-256), RAWINT4, BLIS INT8, GGUF

EPYC Powers CPU-GPU Heterogeneous Inference Performance

* Large Memory Capacity and Multi-Channel DDR5: EPYC 3005 and 9004 series support 12 DDR5 memory channels per
socket and 24 channels in dual-socket systems, providing the high memory bandwidth required for KT CPU expert
offload.

» High Core Count and Thread Parallelism: KT's CPU-based expert computation leverages massive thread-level parallel-
ism. EPYC’s 32-192 core per socket architecture aligns directly with KT's kt_cpuinfer configuration, which is set based on
the physical core count.

« PCle 5.0 and NUMA Architecture: EPYC's PCle 5.0 connectivity and NUMA architecture, combined with comprehensive
software optimization tools, enable efficient scaling of multi-GPU all-reduce communication and cross-NUMA memory
access.

By combining the AMD EPYC™ platform’s high memory bandwidth, high core density, and cross-generation compatibility
with a small number of GPUs for activation-intensive computation, KT enables intelligent placement of hot and cold
experts along with coordinated scheduling across heterogeneous compute resources. The result is a practical and cost-ef-
fective inference architecture for deploying 100B to 600B+ parameter sparse MoE models: AMD EPYC™ Platform + Modest
GPU Resources + KTransformers = A Production-Ready Inference Solution for 100B-600B+ Sparse MoE Models.

KT: The Intelligence Behind Heterogeneous Inference

Within the AMD EPYC™ + Modest GPU Resources + KT architecture, KTransformers serves as the intelligent inference
engine that orchestrates execution across CPUs and GPUs. By leveraging the AMD EPYC™ platform’s high memory band-
width and large system memory, KT shifts much of the model’s expert computation from GPU memory to CPU memory,
overcoming one of the primary scalability constraints of traditional GPU-centric inference. The result is a practical, cost-ef-
ficient architecture for private deployment of sparse MoE models ranging from 100B to more than 600B parameters.

On the AMD EPYC™ platform, KT provides:

* CPU-GPU heterogeneous inference architecture: Each inference request follows an optimized execution pipeline: tokens
are processed by the router to determine expert selection, hot experts are executed on the GPU, cold experts are offload-
ed to the CPU, and KV cache management together with dual-stream scheduling coordinates execution across heteroge-
neous compute resources before generating the final output.

* AMD EPYC" platform support: KT is fully optimized for the entire AMD EPYC™ processor family, with native support for
Zen 4 and Zen 5 architectures. Zen 2 and Zen 3 processors are supported through the AVX2 backend, although with
reduced performance.

» Comprehensive quantization support: Supports FP8 and BF16 native-precision inference through the AVX-512 execution
path (Zen 4 and later), GPTQ-INT4, RAWINT4, INT8 inference accelerated by the AMD AOCL-BLIS math library, and the
GGUF model format.

* Day O support for leading LLMs: Supports DeepSeek-V3, DeepSeek-V3.2, DeepSeek-V4-Flash, Kimi-K2, Kimi-K2.5,
Kimi-K2-Thinking, GLM-4.7, GLM-5, GLM-5.1, GLM-5.2, Qwen3, Qwen3.5, Qwen Coder-Next, MiniMax-M2.1, MiniMax-2.5,
MiniMax-3, and Llama 4.
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AIMA: Turning Tuning Expertise into Automated Deployment

Within the AMD EPYC™ + Modest GPU Resources + KT architecture, AIMA provides the engineering layer that transforms a
proof of concept into a production-ready deployment. It addresses the key operational challenges of hardware discovery,
model and inference engine selection, parameter optimization, automated deployment, and continuous operational
refinement.

Through its hardware abstraction layer, AIMA automatically detects the CPU, GPU, memory configuration, drivers, and
NUMA topology of AMD EPYC™ servers. It then identifies validated model and inference engine combinations from its
YAML-based knowledge base, generates optimized deployment configurations, and feeds local benchmark results back
into the knowledge base to improve future deployment recommendations.

AIMA further encapsulates KT's cross-platform tuning expertise into standardized deployment templates covering CPU
core affinity, expert sharding, and other critical runtime parameters. When deploying on the AMD EPYC™ platform, users
can launch sparse MoE inference with a single click, without requiring detailed knowledge of KT's underlying configuration
parameters. As new hardware is introduced into the environment, AIMA automatically reuses validated configurations to
accelerate deployment and ensure consistent performance across systems.

| Joint Solution Validation and Reference Architectures

Built on the strengths of the AMD EPYC™ platform, the AMD EPYC™ x KT + AIMA Joint Solution combines KT's heteroge-
neous inference engine with AIMA’'s automated deployment capabilities to maximize the performance of AMD EPYC™
processors for Al inference. Together, they provide an enterprise-ready foundation for sparse MoE inference across multiple
processor generations and a broad range of deployment scenarios.

Future Validation Roadmap

EPYC™ 9655 (64 cores), EPYC™ 9755 (128 cores), EPYC™ 9954 (96 cores), Genoa-X with AMD 3D V-Cache™
technology

GPU Platform NVIDIA RTX™ 5090 NVIDIA H100, H200

AMD EPYC™ Processors | EPYC™ 9355 (Zen 5 Turin, 32 cores)

Workloads e Faeee LY s Long-context inference (128K+), Agent and tool-use workloads, high-concurrency inference, supervised
fine-tuning (SFT)

KT Expansion on the AMD EPYC™ Platform

Joint Solution Validation

Using KT’s officially recommended configuration—2x AMD EPYC™ 9355 processors, NVIDIA RTX™ 5090 GPUs, and FP8 infer-
ence—as the baseline, AMD is expanding validation across the full AMD EPYC™ processor portfolio, additional inference
precisions, and a broader range of enterprise Al workloads. The goal is to establish a standardized benchmarking frame-
work for sparse MoE inference, providing customers with validated performance data and practical deployment guidance
across a variety of hardware configurations and production environments.

KT + AIMA + AMD EPYC" Reference Architectures

Building on the AMD EPYC™ platform’s compute and memory capabilities together with the automated deployment
provided by KT + AIMA, the joint solution defines multiple reference architectures based on KT's recommended configura-
tion of 2x AMD EPYC™ 9355 processors, 1 TB of DDR5 memory, and 1-8 NVIDIA RTX™ 5090 GPUs.

Joint White Paper: A Heterogeneous Inference Solution for Large Language Models




AMDZ < ABEHE

Deployment Tier GPU Configuration CPU Configuration Recommended Deployment
1x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 Single-nade deployment for 35B-1228 MoE models

4x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 High-throughput single-node deployment for 122B-395B MoE models
Flagship 8x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 Single-node deployment for 671B+ MoE models

AMD provides a portfolio of reference architectures to support MoE inference across a wide range of enterprise Al work-
loads. For every deployment tier, AIMA automates the complete deployment workflow—from hardware discovery and infer-
ence engine selection to parameter optimization and benchmark validation—helping customers accelerate deployment
while ensuring consistent, repeatable performance.

Performance Validation

Based on the official KTransformers v0.5.1 benchmark results, the AMD EPYC™ 9355 platform demonstrates efficient
single-node inference for sparse MoE models ranging from 35B to 671B parameters. When paired with a modest number of
GPUs, the platform delivers stable, high-performance on-premises inference while supporting three key enterprise require-
ments: ultra-large model deployment, private Al infrastructure, and optimized total cost of ownership (TCO). These bench-
mark results highlight the advantages of the AMD EPYC™ platform’s high-memory architecture for enterprise Al inference.

Total Active . s . N

DeepSeek-V3.2 671B Approx. 37B 8x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 FP8
GLM-4.7 3958 — 4x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 FP8

MiniMax-M21 | - [ -] 4x NVIDIA RTX™ 5090 2x AMD EPYC™ 9355 FP8
Qwen3.5-122B-A10B 108 4x NVIDIA RTX" 5090 2x AMD EPYC™ 9355 FP8
Qwen3.5-35B-A3B 358 4x NVIDIA RTX" 5090 2x AMD EPYC™ 9355 FP8

KT Performance Results on the AMD EPYC™ Platform

Prefill Performance (Published on the Official KT Website):

° MiniMax-M2.1, FP8, 1x NVIDIA RTX™ 5090 + 2x AMD EPYC™ 9355, 32K context: 2,540 tokens/s prefill throughput—4.5x
the performance of the Ilama.cpp Q8_0 execution path.

Key Insights

Based on dozens of benchmark results published on ktransformers.net, all using the KT v0.5.1 + NVIDIA RTX™ 5090 + AMD
EPYC™ 9355 reference configuration, several key observations emerge:

* AMD EPYC™ 9355 + NVIDIA RTX™ 5090 has become KT’s primary reference platform, demonstrating that AMD EPYC™ is
a fully optimized, first-class platform for KTransformers.

o The platform has been validated across sparse MoE models ranging from 35B to 671B parameters. From mid-sized
models (35B and 122B) to ultra-large models (395B and 671B), the AMD EPYC™ 9355 + NVIDIA RTX™ 5090 configuration
consistently delivers stable, high-performance inference.
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Business Value

Built on the strengths of the AMD EPYC™ platform, the AMD EPYC™ x KTransformers + AIMA Joint Solution establishes a
new approach to enterprise Al inference. Designed to meet the growing demand for private Al deployment across govern-
ment, financial services, manufacturing, and other enterprise sectors, the solution delivers three key benefits:

Unlocking Large-Scale Inference with High-Capacity Memory: By combining the AMD EPYC™ 9005/9004 platform with
high-memory server configurations, KT leverages heterogeneous scheduling to transform memory bandwidth and capacity
into critical resources for inference on 100B+ parameter sparse MoE models. A single AMD EPYC™ server equipped with1TB
of DDR5 memory can efficiently support today’s leading large language models, enabling enterprises to deploy and run
ultra-large models on practical, cost-effective infrastructure.

Lowering Total Cost of Ownership with Heterogeneous Computing: The AMD EPYC™ platform, paired with a modest
number of GPUs, provides an efficient foundation for mainstream LLM inference workloads while reducing overall infra-
structure requirements. AIMA further streamlines enterprise operations with hardware observability, centralized lifecycle
management, hot-swap support, offline deployment, enterprise SSO integration, and SLO monitoring. Together, these
capabilities reduce both capital investment and operational overhead, helping organizations deploy private Al infrastruc-
ture with a lower total cost of ownership (TCO).

Maximizing the Value of Existing Infrastructure Investments: Previous-generation AMD EPYC™ servers can continue to
support INT4-quantized MoE models through KT’s compatibility path, extending the useful life of existing hardware and
reducing the need for immediate platform upgrades. Combined with AIMA’s automated configuration and deployment
capabilities, organizations can quickly provision Al inference services with minimal manual configuration, enabling exist-
ing infrastructure to support emerging Al workloads while maximizing the return on prior hardware investments. The result
is a more efficient, scalable, and cost-effective approach to enterprise LLM deployment.

Conclusion

The AMD EPYC™ x KTransformers + AIMA Joint Solution combines the architectural strengths of the AMD EPYC™ platform
with Approaching.Al’s KTransformers and AIMA to deliver an integrated platform for enterprise Al inference. Together, they
address the core requirements of enterprise Al deployment, including private infrastructure, cost-efficient system archi-
tecture, high-performance inference, and simplified deployment and operations.

The collaboration between AMD and Approaching.Al has already demonstrated strong results. In a validated configuration
featuring dual AMD EPYC™ 9355 processors and eight NVIDIA RTX™ 5090 GPUs, a single system successfully deployed a
671B-parameter model while achieving 17.3 tokens per second decode throughput. The solution also provides Day 0 support
for leading sparse MoE models, including DeepSeek-V3, DeepSeek-V3.2, DeepSeek-V4-Flash, Kimi-K2, Kimi-K2.5, GLM-4.7,
GLM-5, GLM-5.1, Qwen3, Qwen3.5, MiniMax-M2.1, MiniMax-M2.5, and Llama 4, covering model sizes from 35B to 671B
parameters.

Looking ahead, AMD and Approaching.Al will continue to evolve the joint solution. Future work will focus on expanding
model support by validating newly released models alongside each KT release, broadening benchmark coverage across
additional AMD EPYC™ processor configurations—including the EPYC™ 9655 (96 cores) and EPYC™ 9555 (64 cores)—and
evaluating CXL°® memory pooling to extend the architecture from single-node deployments to clustered environments. At
the software layer, AIMA’'s automated profiling capabilities will continue to identify computational hotspots, while KT's
YAML-driven deployment framework will further automate CPU expert offloading on the AMD EPYC™ platform, simplifying
deployment and improving operational efficiency for enterprise Al inference.
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Together, AMD and Approaching.Al will continue to advance this collaboration, expanding the capabilities of the joint
solution and enabling organizations to deploy large language models more efficiently, more cost-effectively, and at greater
scale on the AMD EPYC™ platform.

Appendix

. Learn more about Approaching.Al on the Approaching. Al website.

. Learn more about KT in the KTransformers Overview.

. View the latest AMD EPYC™ processor world record performance achievements in the AMD EPYC™ World Records.

. View the complete AMD EPYC™ processor product portfolio on the AMD website.

. Access additional AMD EPYC™ workload performance optimization guidance in the AMD Performance Tuning Guides.

. View the complete KTransformers benchmark results on the KT Performance Leaderboard.

. View the official KT recommended system configurations in the KT Documentation.

. Learn about KT release history and version evolution through the KT Open Source Community.
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. Learn more about the research behind the KTransformers open-source heterogeneous inference framework in SOSP 2025.
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