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Audience

This document is intended for a technical audience such as production deployment and performance engineering teams
with:

» Abackground in configuring servers and containers.
« Administrator-level access to both the server management Interface (BMC) and the OS.
» Familiarity with setting up Kubernetes/OpenShift clusters.

+ Familiarity with both the BMC and OS-specific configuration, monitoring, and troubleshooting tools.
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CHAPTER 1: INTRODUCTION

Red Hat OpenShiftis an enterprise-grade Kubernetes platform that provides a unified foundation for deploying and scaling
applications across the hybrid cloud. This tuning guide is specifically tailored for servers powered by AMD EPYC™ 8005
Series processors. These processors are engineered for the unigue challenges of Edge computing, delivering high compute
density and superior power efficiency for performance-critical Al at the Edge and Telco use cases.

To support the smallest footprints in resource-constrained environments, the recommendations in this guide are also
supported for Single-Node OpenShift (SNO). By leveraging the high core density of the AMD EPYC 8005 Series, you can
consolidate the control plane and worker nodes onto a single AMD EPYC processor without sacrificing performance. This
approach maintains enterprise-grade management while maximizing the hardware's high core counts and energy
efficiency at the outermost edge of your network.

1.1- ABOUT TUNING OPENSHIFT

Workloads that scale and perform well on bare metal should see a similar scaling curve in a container environment with
minimal performance overhead. Large overhead generally means that application settings and/or container configuration
are not optimally set. These topics are beyond the scope of this tuning guide. Unlike bare-metal environments, OpenShift
dynamically manages compute resources through pod scheduling and cgroup constraints, which without proper tuning can
lead to resource contention and degraded application throughput.

This guide provides recommended OpenShift configurations for a more optimized Telco and Al application deployment at
the Edge on AMD EPYC 8005 Series processors. While these settings focus on deployment optimization on OpenShift for
AMD EPYC processors, additional application-specific, BIOS, and firmware tuning may be required to achieve peak
throughput

Please refer the AMD EPYC™ 8005 Series Architecture Overview (available from the AMD Technical Information Portal
(TIP)) for detailed information about processor architecture referenced in this guide.

1.2 - IMPORTANT READING

Please be sure to read the following guides (available from the AMD Technical Information Portal), which contain important
foundational information about 5™ Gen AMD EPYC processors:

o AMD EPYC™ 8005 Processor Architecture Overview

* BIOS & Workload Tuning Guide for AMD EPYC™ 8005 Series Processors

Please refer to the official Red Hat documentation for OpenShift:

e Red Hat OpenShift Container Platform Documentation
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CHAPTER 2: BEST PRACTICES FOR CONTAINERS DEPLOYMENT

This chapter recommends the following best practices for container deployment on OpenShift:

» To maintain node stability, reserve CPU and memory for the kubelet and OpenShift's management operators.
Accounting for this platform overhead and setting eviction thresholds ensures the kubelet can preemptively manage
pods to prevent resource exhaustion. See Chapter 3 for recommended settings.

To ensure deterministic performance for Edge-deployed Data Plane Development Kit (DPDK) applications using AMD
EPYC 8005 Series, it is critical to isolate infrastructure overhead from the workload. Specific CPU cores must be
reserved for DPDK poll mode drivers to ensure zero-packet-loss throughput. Please refer to the Data Plane
Development Kit Tuning Guide for recommended CPU pinning strategies.

* Reducing noisy neighbor scenarios: To mitigate "noisy neighbor" scenarios where containers compete for CPU cycles,
you must define resource requests and limits within the pod specification. These definitions determine the pod's
Quality of Service (QoS) class, which OpenShift uses to prioritize resource allocation and eviction. See Red Hat
documentation for Working with Pods.

For latency-sensitive workloads, disable SMT to avoid thread misalignment. If SMT remains enabled, use the full-
pcpus-only=true CPU Manager policy flag to ensure the OpenShift kubelet allocates entire physical cores. This prevents
pods from sharing physical cores with "noisy neighbors" and ensures containers are only admitted when their CPU
requests can be fulfilled by full physical cores. See Red Hat documentation for enabling SMT alignment.

The AMD EPYC chiplet architecture features a shared L3 cache. A noisy neighbor can occur in the L3 cache, which can
greatly impact workloads that are sensitive to cache or memory latency.

« Enable the CPU Manager’s static policy to pin workloads to specific CPU cores. By default, OpenShift shares all CPUs
among pods, which leads to context switching and unpredictable jitter. CPU pinning eliminates this interference,
providing the stable, low-latency performance that high-speed Telco applications and CPU based Inference Al models
require. Refer to Red Hat documentation to enable the CPU Manager.

* Implement Node level NUMA topology alignment for CPU and PCI devices: While CPU pinning provides basic isolation,
latency-sensitive workloads—such as network-intensive Telco applications—require precise alignment with local NUMA
nodes to minimize performance hits. OpenShift utilizes the Topology Manager and its Hint Provider interface to
coordinate these assignments. By integrating with the Device Plugin API, the Topology Manager uses TopologyInfo
data to ensure that CPUs and I/0 devices are allocated from the same NUMA node, creating a unified, topology-aware
resource environment. Refer to Red Hat documentation for Topology Management Palicies.
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CHAPTER 3: RECOMMENDED SETTINGS

OpenShift provides tuning knobs to optimize containerized workload deployments. These settings affect the scheduler
behavior for Guaranteed QoS pods. AMD recommends using Guaranteed QoS pods for high priority workloads. The
following sections describe how to enable those tuning knobs and other settings that assist with node stability. These
settings are all associated with the kubelet service and configurations are set using the Node Tuning Operator (NTO). Refer
to the Red Hat documentation for more information on the Node Tuning Operatar.

3.1- CREATE THE PERFORMANCEPROFILE

The PerformanceProfile is a high-level declaration of performance-related node configurations (CPU isolation, hugepages,
NUMA topology, kernel tuning, etc.). The NTO controller reconciles the user specified configurations by generating and
managing the underlying OpenShift resources needed to achieve the desired state.

The following performance-profiles define the recommended policies specific for AMD EPYC 8005 Series for low-latency
workloads common in Al and Telco environments. Each policy and its benefits are described in the subsequent sections of
this chapter.

Reference the following PerformanceProfile for Al-focused workloads:

apiVersion: performance.openshift.io/v2
kind: PerformanceProfile
metadata:
name: sno-epyc-ai-performance-profile
annotations:
kubeletconfig.experimental:

{

"cpuManagerPolicyOptions": {
"prefer-align-cpus-by-uncorecache": "true",
"strict-cpu-reservation": "true"

by

"systemReserved": {

"memory": "7Gi"
by
"kubeReserved": {

"memory": "8Gi"
}

}
spec:
cpu:
reserved: "0-3"
isolated: "4-83"
nodeSelector:
node-role.kubernetes.io/master: ""
numa :

topologyPolicy: "single-numa-node"
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This PerformanceProfile is tailored for a SNO system equipped with an AMD EPYC 8635P 84-Core Processor configured
with NPS=1, SMT disabled, and six 64GiB DIMMs in a 1DPC (one DIMM per channel) configuration. This configuration was
tested on OpenShift v4.21.

Reference the following PerformanceProfile for Telco-focused workloads:

apiVersion: performance.openshift.io/v2
kind: PerformanceProfile
metadata:
name: sno-epyc-telco-performance-profile
annotations:
kubeletconfig.experimental:
{

"cpuManagerPolicyOptions": {
"prefer-align-cpus-by-uncorecache": "true",
"strict-cpu-reservation": "true",
"full-pcpus-only": "true"

b

"systemReserved": {

"memory": "7Gi"
by
"kubeReserved": {
"memory": "8Gi"
}
}
spec:
cpu:
reserved: "0-3, 84-87"
isolated: "4-83, 88-167"
nodeSelector:
node-role.kubernetes.io/master: ""
numa:
topologyPolicy: "single-numa-node"

This PerformanceProfile is tailored for a SNO system equipped with an AMD EPYC 8635P 84-Core Processor configured
with NPS=1, SMT enabled, and six 64GiB DIMMs in a 1DPC (one DIMM per channel) configuration. This configuration was
tested on OpenShift v4.21.

To have the NTO apply the configuration, run the following:
Remove the existing CPU Manager state file:

# sudo rm /var/lib/kubelet/cpu manager state
Apply the PerformanceProfile:

# oc apply -f performance-profile.yaml

The NTO will render the necessary MachineConfig and KubeletConfig that enables the Static CPU Manager policy and the
corresponding configurations. This will trigger a node reboot.
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3.1.1- Set Reserved CPUs and Memory for the Static CPU Manager Policy

The following formula is recommended by Red Hat for calculating CPU reservations on OpenShift nodes. (A minimum of
500m CPU must be reserved)

* 6% of the first core

* 1% of the second core

* 0.5% of the next 2 cores

* 0.25% of any remaining cores

The following formula is recommended by Red Hat for calculating memory reservation for system and OpenShift daemons
on a node running Al workloads.

* 25% of the first 4GiB of memory on the node

 20% of the next 4 GiB of memory on the node (between 4GiB and 8 GiB)
* 10% of the next 8 GiB of memory on the node (between 8 GiB and 16 GiB)
* 6% of the next 112 GB of memory on the node (up to 128GB)

» 2% of the remaining memory on the node

For the PerformanceProfile above, configured on a system with 384 GiB of total memory (6 x 64 GiB DIMMs), a minimum
of 14.44 GiB should be reserved across system and Kubelet daemons. The systemReserved, kubeReserved, and default
evictionHard values together determine the remaining memory available to workload pods.

Use the above formulas as guidance based upon your processor SKU and system memory configuration.

3.1.2 - Strict CPU Reservation
With the static CPU Manager policy, CPUs are divided into two poaols:
» Reserved CPUs — intended for 0S and Kubelet system daemons
* Isolated CPUs - intended for workload pods with Guaranteed Quality of Service (QoS) and integer CPU requests

Without strict-cpu-reservation specified in the PerformanceProfile, BestEffort and Burstable pods are placed in a "shared"
cpuset that includes the reserved CPUs. This means workload pods can compete with system daemons for those CPUs,
creating noisy neighbor interference.

With strict-cpu-reservation specified in the PerformanceProfile, reserved CPUs are strictly excluded from any workload
pod. Only system processes run on them. BestEffort and Burstable pods are confined to the isolated CPU pool instead,
resulting in more predictable performance.
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3.1.3 - SMT Alignment

Disabling SMT is recommended for Al workloads to achieve optimal performance. For nodes that require SMT to remain
enabled (i.e DPDK workloads), add the full-pcpus-only option to the PerformanceProfile to ensure workloads are not
assigned individual threads from the same physical core and prevent performance instability.

3.1.4 - Last Level Cache Alignment

AMD EPYC Processors utilize a chiplet-based architecture that is more advanced than a traditional monolithic silicon
design. The Core Complex (CCX) is the fundamental unit of CPU cores that share a large pool of L3 cache, also referred to
as uncore cache or last level cache. The Core Complex Die (CCD) is a physical chiplet containing the CCX(s). The EPYC
processor contains multiple CCDs connected to a central I/0 die. Please see the AMD EPYC™ 8005 Series Architecture
Overview (available from the AMD Technical Information Portal (TIP)) for more information.

To optimize performance for cache-bound workloads, we can isolate containers to CCXs to ensure the workload CPUs have
exclusive access to the local L3 cache. The matrix below shows the CPU-to-CPU latency measured in nanoseconds (lower
is better) when passing a packet between CPUs via its cache coherence protocol to show the benefit of last level cache
affinity. Latency between CPUs from different CCXs can be higher than the latency between CPUs of the same CCX.

AMD EPYC 8635P 84-Core Processor
Core-to-core latency of CPUs 0-13
Min=20.4ns Median=98.9ns Max=108.4ns Avg=67.2ns
0 1 2 3 4 5 6 7 8 9 10 11 12 13

1 1 1 1 1 1 1

CPU 0 A 25 26 28 22 26 27 103 98 103 101 102 103

CPU1 4 25 23 26 20 22 28 103 101 103 102 103 103

CPU2 4 26 23 23 26 25 28 102 98 103 99 101 103

CPU3 128 26 23 27 29 28 103 103 103 105

CPU4 922 20 20 27 29 27 103 103 103 108

CPUSq 26 22 25 29 29 27 103 103 103 104

CPU 6 + 103 105 104 108

CPU 7

CPU 8

CPU 9

CPU 10

CPU 11

CPU 12

CPU 13
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A static CPUManagerPolicyOptions called prefer-align-cpus-by-uncorecache was introduced to the kubelet to intelligently
allocate CPU resources for Guaranteed QoS containers such that all CPUs assigned to a single container share the same
last level cache. This policy operates on a best-effort basis and aims to minimize the distribution of each container’'s CPU
resources across CCXs, based on the container's requirements and accounting for allocatable resources on the node.

By default, the static policy does not account for uncore cache topology. Containers will be assigned CPU resources using
a packed methodology. The following diagram below helps to illustrate uncore cache alignment when the feature is
enabled and the enhancement from the default static policy.

Default Static Policy
rree P CER Uncore CES Uncore
|:] Container 1 SR Cache SRR Cache
0 cput | 3¢ | cputa
I container2 CPU14 CPU15
prefer-align-cpus-by-uncorecache enabled
[ ] Freecpu
CPUOD Uncore CPU1
' CPU2 CPU3
Container 1
— CPU4 ca;he CPUS
E Container 2 Srs i

In the default static policy, Container 1 and Container 2 can experience a noisy neighbor impact due to cache access
contention on Uncore Cache 0. Additionally, Container 2 will have CPUs distributed across both caches which can introduce
a cross-cache latency. With prefer-align-cpus-by-uncorecache enabled in the PerformanceProfile, each container is
isolated on an individual cache. This resolves the cache contention between containers and minimizes the cache latency
for the CPUs being utilized.
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CHAPTER 4: RESOURCES

e \What is Kubernetes?*

» Red Hat OpenShift Container Platform Documentation
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CHAPTER 5: GLOSSARY

* OCP: OpenShift Container Platform

* SNO: Single Node OpenShift

» K8S: Shorthand for Kubernetes.

» Pod: Pod is an abstraction that encapsulates one or more containers.
* Node: Worker machine within the K8S cluster.

* QoS: Quality of Service.

« SMT: Simultaneous Multiple Threading.
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