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CHAPTER 1:  INTRODUCTION 
Modern low-latency and soft real-time workloads require systems that respond predictably, often within single-
digit microseconds. Applications involved in high-frequency trading, real-time analytics, and telecommunications 
depend not only on low latency responses but also on minimal outliers in terms of tail latency and jitter. In these 
environments, interruptions to thread processing may directly affect business outcomes. 

This guide provides technical recommendations for optimising Linux server platforms based on AMD EPYC Zen 5 
processors for low-latency application use, focused on a RHEL 9 OS setup as a commonly used OS at the time of 
writing. The aim is reducing jitter and improving determinism. 

Consideration towards AMD Solarflare X4 network adapters and acceleration technologies such as Onload, 
TCPDirect, and ef_vi is covered. 

There is an expectation of a basic level of audience familiarity with Linux and OS tuning concepts. Any experience 
adapting OS builds, BIOS, and Solarflare usage will make this guide easier to absorb, but this should logically work 
through concepts assuming minimal familiarity. 

1.1 - DEFINING BUSINESS AIMS 
The starting point for any low latency design should be agreeing an expected business outcome vs the engineering 
time spent improving latency and minimising jitter. Where these affect business aims or profitability, then effort 
is justified. 

Defining 'latency' could be the average time to process an event from end to end (a trade event, a message passing 
through a system, code needing fast deterministic response times). Acceptable jitter levels should be understood 
(deviations from expected compute times), typically viewed as higher percentiles or max outliers. 

Agreeable levels needed for one Business unit may be responses in the hundreds of nanos to low-microseconds 
with very low jitter. Another Business unit may tolerate max outliers, measurable as many microseconds or more, 
or should cope with sustained packet rates, periodic bursts. 

1.2 - GENERAL DESIGN CONSIDERATIONS 
An early design trade-off is per app custom tuning vs deployment commonality. Creating customised configs likely 
delivers the best outcome but increases build complexity. Common profiles are easier to manage at scale but may 
not deliver the absolute best results. 

A recommended approach is to define a standard low-latency recipe in a config manager, allowing over-rides where 
needed. 

Understanding application models can drive tuning; a cache-resident minimal thread count app likely has different 
requirements from a large memory footprint interpreted language approach. Memory bandwidth, cache use, and 
thread parallelism may influence CPU isolation needs. 

Application-level optimisation can also be considered. Development teams may wish to review compiler choices 
and build flags, polling and batch behaviour, thread models and count, numerical library usage. On AMD platforms, 
AMD AOCC and AMD AOCL can help App workloads. 

https://docs.amd.com/
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Thought is needed when adding Storage controllers, NVMe devices, GPUs, and Network adapters; these introduce 
IRQs with potential kworker and kthread implications. When these execute on or near latency-sensitive CPU 
ranges, they may cause thread pre-emption and cache eviction, hence jitter. 

Network architecture should also be considered early, as an example: Trading Networks may separate 
management traffic from inter-server Low Latency traffic, market data from order entry. Network design will 
influence NIC port count and server setup thereafter. 

1.3 - OS AND KERNEL CONSIDERATIONS 
This guide focuses on achieving high levels of determinism using a RHEL 9 Linux kernel (tested against RHEL 9.7 
at the time of writing) rather than a "real-time" PREEMPT_RT kernel. Many RT features are now ported into the 
standard kernel; hence tuning can deliver highly deterministic behaviour. 

If the OS is defined as a minimal install plus essential packages, your OS cleanup may be simpler. A fuller build 
with unnecessary content can have cleanup challenges, e.g. reviewing and disabling unwanted systemctl services, 
blacklisting kernel modules. Experience shows that minimised installs are a better starting point, with essential 
additional packages installed as needed. 

Virtualisation elements, desktop extensions, security interests like software firewalls, intrusion detection agents, 
selinux — these can all have a part to play in your ability to get clean results. These likely need to be balanced 
against company security policies. 

1.4 - CPU CHOICES, FREQUENCY, CORE & SOCKET COUNT 
To become familiar with AMD's EPYC Zen5 architecture, the links in Section 2.2 offer detailed information on CPU 
architecture, cache hierarchy, memory subsystems, I/O die implementation, and NUMA behaviour. 

For latency-sensitive workloads, EPYC "F" high frequency CPUs such as the 9175F to 9575F may be of interest. 
These combine high core speed with larger L3 cache capacity. For latency sensitive threads, frequency and cache 
size are often more important than core count. 

Higher-core-count AMD EPYC CPUs may be more appropriate for consolidation or for higher thread count 
applications, processing at scale. These platforms will support latency-sensitive workloads, but core count and 
frequency should be treated as a design decision with potential trade-offs. 

Two-socket systems provide yet more cores, memory channels, and PCIe capacity, but relative to a single socket 
will introduce cross-socket access paths and potential latency if workload placement relative to NUMA or PCI 
devices is not considered 

Section 2.5 covers SDCI technology, which further reduces both jitter and latency. 
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1.5 - NUMA AND PCIe LOCALITY 
For minimal network path latency, CPU cores and PCIe devices should be within the same NUMA domain. PCIe to 
CPU core locality affects both latency and jitter, hence try to avoid cross-socket or cross-NUMA traffic. 

Vendor-specific PCIe slot setup from motherboard design and PCIe risers do vary. Physical topology to OS 
enumeration can be verified on the server via lstopo; see Section 2.2 for more information and example command 
syntax. 

1.6 - NETWORK DETERMINISM, TIMEKEEPING & SOLARFLARE X4 NETWORK ADAPTERS 
CPU isolation and kernel tuning are only effective if the network path is also deterministic. A well-isolated 
application can still experience latency variation if packets arrive through a shared or congested Network path or 
via a variable quality NIC or driver. 

AMD Solarflare adapters provide network acceleration through Onload, TCPDirect, and ef_vi. These technologies 
reduce Rx and Tx overhead and provide optimised packet handling for applications requiring low latency 
approaches. These technologies should be approached with consideration to network protocol requirements and 
Application development time, with different degrees of latency between approaches. 

Accurate timekeeping is also a common requirement. PTP can be implemented using 'sfptpd', the free Solarflare 
Enhanced PTP daemon, alongside supported Solarflare Ethernet adapters 

Chapter 4 covers AMD Solarflare and links extensive documentation. 

It is beyond the scope of this document, but network architecture remains important. Network Layer 1 devices, 
Layer 2/3 switches, packet replication, and tap aggregation for capture should be seamless but may affect 
determinism. SolarCapture is touched upon in Chapter 4. 
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CHAPTER 2:  AMD CPU, BIOS & PLATFORM CONSIDERATIONS 
For AMD EPYC / Zen 5 platforms, important design considerations are: 

• Selection of CPU models where cache residency and single-thread response times are fast. 

• BIOS configuration to avoid jitter-prone power-saving or frequency-transition behaviour. 

• Memory population that offers both bandwidth and memory speeds wanted.  

• Placement of low-latency NICs, such as AMD Solarflare X4 adapters, in PCIe slots local to the target 
NUMA domain. 

• Control of CPU isolation, IRQ affinity, kernel workers, housekeeping CPUs, and other sources of jitter.  

• Use of SDCI, where supported by the platform & kernel, firmware and integration of AMD PQOS features 
if needed. 

2.1 - GENERAL PLATFORM SELECTION 
General guidance is to prefer CPU models with high sustained frequency, larger cache capacity, high memory 
bandwidth, and PCIe locality. 

Power and thermal headroom should be considered part of the design. A CPU that can reach high frequency may 
fail to deliver deterministic behaviour if chassis cooling and fan policy cause throttling, hence inconsistent boost 
frequencies; see Section 2.4. 

This guide is intended to cover EPYC 9005, though general principles can be applied wider. For minimum OS-to-
CPU support, see: Minimum operating system support. 

2.2 - CPU CHIPLET ARCHITECTURE AND NUMA CONSIDERATIONS 
AMD EPYC processors use a chiplet-based architecture. The relationship between CCDs, memory controllers, I/O 
dies, PCIe slots, and NUMA domains should be understood before defining CPU isolation. The goal is to place 
latency-sensitive threads, memory, and network or other accelerator devices as closely as possible.  

See 5th Gen AMD EPYC Processor Architecture white paper  

  

https://docs.amd.com/
https://www.amd.com/en/products/processors/server/epyc/minimum-operating-system.html
https://docs.amd.com/v/u/en-US/5th-gen-amd-epyc-processor-architecture-white-paper
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See also AMD EPYC 9005 Architecture Overview. 

When using BIOS settings such as NPS=4, NPS=2, or NPS=1, consider memory locality, effective memory channel 
bandwidth, and PCIe device locality. A config that looks optimal from a CPU and memory locality perspective may 
be suboptimal if the app is a high memory throughput style app, such as very high-volume mkt data, or threads 
become remote from PCIe devices. Testing of NPS= variations may be needed. 

NPS=4 offers 4-way partitioning of a CPU with 1/4 of memory channels per NUMA domain, but use of NPS=2 (or 
NPS=1) may assist with higher memory bandwidth needs. NPS=2 results in 2 NUMA domains per socket with 1/2 
of memory channels per domain. 

On EPYC 9005, one DIMM per channel can maximise memory speed, but use vendor-validated memory layouts. 

Use of the lstopo command will reveal the locality info. As an example of RHEL 9.x usage, first install the hwloc-
gui rpm and run: 

# lstopo 

 
NUMA locality relationships can also be viewed when additional rpms are not present, via sys structures such as: 

# cat /sys/class/net/<interface_name>/device/numa_node 

  

https://docs.amd.com/
https://docs.amd.com/v/u/en-US/58462_amd-epyc-9005-tg-architecture-overview
https://docs.amd.com/v/u/en-US/5th-gen-amd-epyc-processor-architecture-white-paper
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2.3 - BIOS PROFILE CONSIDERATIONS 
BIOS config has a major influence on latency and determinism. Default BIOS profiles balance performance & energy 
efficiency for broad workload use; hence are rarely ideal for low latency use. Vendor-supplied "Low Latency" or 
"Max Perf" profiles are a good starting point, but a vendor may expose subsets of AMD reference BIOS options; 
examples such as CPPC or Boost can vary between vendors. 

The general aim is to reduce dynamic behaviour: CPU state transitions and frequency variability, data fabric power 
management, PCIe power-saving, and more. Jitter often occurs when components enter, then leave lower power 
states to resume execution. 

Fan and thermal policy should be reviewed, as air-cooled CPU and passive heatsink devices such as high-
performance NICs and FPGA rely on chassis airflow. Max fan speed will improve thermal consistency but increase 
power draw and acoustic levels. A practical approach is to test a raised fan speed (less than max) and validate CPU 
and PCIe temperatures, confirm frequency stability under load. 

See Section 6.1 for the AMD reference BIOS options which are likely of interest. 

2.4 - AMD PSTATE MODULES, FREQUENCY CONTROL VS idle=poll 
Historically, low-latency Linux systems used idle=poll to avoid CPU idle-state exit latency and keep cores at high 
frequencies. This can reduce variability, but CPUs consume more power and generate heat. In power or cooling-
constrained setups, sustained high frequencies may be affected. 

A flexible approach is the use of AMD Pstates (perf states) for CPU Freq control (kernel 6.13 and backports like 
RHEL 9). When BIOS CPPC features (Collaborative Processor Performance Control) are enabled, this provides finer-
grained performance hints than ACPI. This offers modes such as "Passive" where Linux performance governors 
steer to higher frequencies; "guided" mode is aware of requested perf; and "active" is full control by the CPU logic.  

See AMD P-state kernel documentation. 

For low-latency systems, "passive" mode allows you to steer critical cores towards higher frequency while running 
non-critical cores at a lower frequency, thus reducing power and heat they consume/create. This also allows time-
based power profiles; for example, a platform may use a high-performance profile during core hours, then reduce 
frequency and consumption overnight. 

Below is an example of control via “cpupower frequency-set”, showing changing frequencies core 32. 

https://docs.amd.com/
https://docs.kernel.org/admin-guide/pm/amd-pstate.html
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2.5 - SDCI USE CASES AND LATENCY IMPLICATIONS 
AMD Smart Data Cache Injection (SDCI) provides Low Latency advantages where AMD CPUs and Solarflare cards 
support SDCI. The intent is to improve data delivery by allowing inbound I/O data to be placed into L2 processor 
cache rather than requiring the application to fetch it later from DRAM. This steering occurs via PCIe Transaction 
Processor Hints (TPH). 

See AMD X4 SDCI white paper. 

For Solarflare X4 use cases, the SDCI implementation involves a combination of Solarflare firmware, driver, and 
acceleration stacks. SDCI can steer received packet data directly to a relevant CPU cache associated with the 
application thread and Solarflare VI. 

Support for SDCI should be validated against the chosen Linux distribution kernel. Use of a minimum version of 
Onload 9.0.2 alongside relevant TCPDirect or ef_vi variables may be required. AMD's X4 documentation should be 
referenced; see Chapter 4 for information.  

https://docs.amd.com/
https://www.amd.com/content/dam/amd/en/documents/processor-tech-docs/white-papers/x4-sdci-whitepaper.pdf
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2.6 - AMD CPU PQOS & CAT (QUALITY OF SERVICE, CACHE ALLOCATION TECHNOLOGY) 
AMD Platform Quality of Service features (PQOS) may be considered where cache contention or memory-
bandwidth remains a source of jitter after other issues are addressed. AMD PQOS features provide mechanisms 
for allocating, enforcing, and monitoring resources such as L3 cache use and memory bandwidth on supported 
AMD EPYC platforms. PQOS is not a replacement for CPU isolation; it is an additional control layer. 

Note that chiplet boundaries can naturally help contain noisy-neighbour effects on L3 cache when used 
deliberately. However, any thread or heavy I/O workload could disrupt cache within a chiplet and introduce jitter. 
Aligning critical vs non-critical CPU cores with consideration to CCD and NUMA boundaries can reduce negative 
effects on otherwise clean cores. 

AMD's PQOS documentation describes concepts of interest such as cache allocation technology, memory 
bandwidth allocation and monitoring, code/data prioritisation, classes of service, and kernel resctrl integration:  

AMD PQOS white paper. 

For an AMD Turin / EPYC 9005, Cache Allocation Technology control is exposed through pqos command use or 
resctrl; one or the other should be used. 

If per CCD control of cache is wanted, consider an EPYC 9005 system exposes L3 cache IDs in the format of: 

L3:0=ffff;1=ffff;2=ffff;3=ffff;......(continues for each chiplet) 

 
CPU-core-to-cache association can be confirmed via the following command; the final column shows 
L1d:L1i:L2:L3 — look to the L3 values shared on a chiplet. 

# lscpu -e=CPU,CORE,SOCKET,NODE,CACHE 

To determine the number of CPU cache-set ways on your specific CPU, try this example (was a 9575F): 

# lscpu --caches | egrep "WAYS|L3" 

 

 

To offer an example, below is a Turin 9575F on RHEL 9, 16 way set associative cache, splitting the first chiplet in 
two, to control cache for cores 0-1 vs 2-7. A bit mask equal to 50% of cache splits cache between the two COS 
areas but clearly design intent will vary per use case. This can offer benefit to help with noisy neighbour threads 
which might evict i-cache or d-cache pages. 

https://docs.amd.com/
https://docs.amd.com/v/u/en-US/69127_1.00_PQOSWP
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CHAPTER 3:  AMD TUNED CPU PARTITIONING PROFILE 
TuneD is an open-source Linux tuning framework, commonly used on Red Hat Enterprise Linux and more, to apply 
predefined performance profiles. It provides a structured way to manage system tuning, including for low-latency 
environments. 

For this guide, TuneD is used as the mechanism for delivering a repeatable AMD low-latency profile. TuneD can 
adjust a wide range of system settings, including CPU governors, kernel parameters, power-management policy, 
disk and network tuning, sysctl values, sysfs values, and selected device settings. Some changes can be applied 
at runtime, while bootloader or CPU isolation changes generally require a reboot. 

This chapter focuses on RHEL 9 as a common enterprise Linux platform. The principles can be adapted to other 
Linux distributions, but adaptation of the exact files will likely be required, as tuned versions and declarations can 
vary. At the time of writing, this was extensively tested on RHEL 9.7. 

NOTE: These settings are lab tested to reduce jitter and improve determinism; however, all tunables and settings 
should be understood and validated as to being appropriate for production usage. 

3.1 - TUNED CPU PARTITIONING 
Use of tuned requires "tuned" rpms and profiles to be present, which can include the RH supplied "cpu-
partitioning" profile. Tuned profiles as supplied by RHEL 9 rpms will deploy to /usr/lib/tuned. 

Adapted profiles can be created and placed into /etc/tuned, such as is provided by this tuning guide. This shows 
an example of improved tuning over the base OS provided cpu-partitioning profile, hence is useful for AMD EPYC 
CPUs. 

3.2 - DEPLOYING AMD CPU PARTITIONING PROFILES 
The following commands and guidance show where to install tuned files and scripts on a Server for your evaluation. 
This guidance shows a manual process, though many firms will have adopted config management solutions. The 
tuned.conf and cpu-partitioning-variables.conf could become templates (e.g. jinja or ERB templates) and have 
overrides to replace or supplement sysctl values, cmdline args, etc. Config manager setup is beyond this 
document's scope. 

• Create a new profile folder under /etc/tuned: # mkdir /etc/tuned/amd-cpu-partitioning 

• Copy the files supplied by this guide to the folder, ensuring any .txt suffix is removed. You should end up 
with the following: 

o /etc/tuned/amd-cpu-partitioning/tuned.conf (ensure this is readable, 644) 

o /etc/tuned/amd-cpu-partitioning/script.sh (ensure this is executable, 755) 

o /etc/tuned/amd-cpu-partitioning/00-tuned-pre-udev.sh (ensure this is executable, 755) 

o /etc/tuned/cpu-partitioning-variables.conf 

Note that the cpu-partitioning-variables would exist if you installed the OS supplied CPU partition profile. 

  

https://docs.amd.com/
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At this point you should see the new profile listed amongst all profiles when running: 

# tuned-adm profile 

 
The profile can be enabled by ensuring that both the systemd tuned service is enabled and then selecting the 
relevant profile. 

# systemctl enable tuned --now 
# tuned-adm profile amd-cpu-partitioning 

 

At this point you can validate the profile has been enabled but, due to kernel parameters needing to come into 
effect, an OS reboot will be needed. 

If deciding that the tuned profile is not wanted, or wishing to change profiles between this and other profiles, 
simply change to an alternate one: 

# tuned-adm profile <profile name> 

Or to disable if wanting to revert: 

# tuned-adm off 

 

3.3 - TUNED KERNEL & SYSCTL PARAMS 
The AMD tuned profile offered has parameters for kernel and sysctl which assist getting to tickless kernel 
behaviour. However, the choices of hardware, drivers, and kernel version may change this behaviour, so at the 
point of writing and upon test systems this is clean but may require further work due to the specific hardware, 
drivers, BIOS, and more as discussed in earlier chapters. 

Once rebooted, an example of kernel command line args would be as follows, which includes both tuned kernel 
arguments from the profile supplied along with arguments from nested inheritance of other tuned profiles. 
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Comments/justification as follows for observed kernel cmdline args:  

Kernel argument Purpose 

skew_tick=1 Staggers scheduler ticks across CPUs to reduce contention 

tsc=reliable Forces the kernel to trust the TSC as a stable clocksource 

rcupdate.rcu_normal_after_boot=1 Uses faster RCU during boot, then switches to normal mode 

rcutree.nohz_full_patience_delay=1000 Delays RCU forcing activity on nohz_full CPUs (less disturbance) 

nohz=on Enables tickless idle (default in RHEL 9) 

isolcpus=nohz,managed_irq,domain,<CPUs> Isolates CPUs from the scheduler, ticks, and managed IRQs 

nohz_full=<CPUs> Enables full tickless operation on those CPUs 

rcu_nocbs=<CPUs> Offloads RCU callbacks from those CPUs 

rcu_nocb_poll Uses polling instead of wakeups for RCU offload threads 

tuned.non_isolcpus=<mask> Defines the housekeeping CPU mask for TuneD 

processor.max_cstate=0 Disables deep CPU idle states; can only achieve C1, but 0 or 1 achieve the same 

amd_pstate=passive Uses AMD guided P-state scaling (OS + hardware coordination) 

mce=ignore_ce Ignores corrected hardware errors (less logging/interrupts) 

nowatchdog Disables kernel watchdog timers 

nosoftlockup Disables soft lockup detection 

nmi_watchdog=0 Disables the NMI watchdog (reduces interrupts) 

transparent_hugepage=never Disables THP (avoids latency spikes) 

pcie_aspm=off Disables PCIe power saving (lower latency, higher power) 

audit=0 Disables the kernel auditing subsystem 

amd_iommu=off Disables the AMD-specific IOMMU (no DMA translation/protection) 

iommu=off Disables the generic IOMMU (no DMA translation/protection) 

iomem=relaxed Allows unrestricted /dev/mem access 

nomodeset Disables kernel graphics mode setting 

 
NOTE: Kernel CPU mitigation logic is a security concern so should be considered against all other layers of security 
protections. This will remove all CPU mitigation overhead which helps perf/latency, at the expense of security. To 
use this, review and edit the reference tuned.conf; alternatively, you may investigate singular mitigation concerns 
as wanted. 

Kernel argument Purpose 

mitigations=off Disables CPU vulnerability mitigations (allows higher performance) 

selinux=0 Disables SELinux; not wanted due to overhead, but review security interests 

 

https://docs.amd.com/
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Sysctl variables can become equally contentious, so justification comments are offered below. Hugepages are a 
requirement for good Solarflare Onload behaviour as well as potentially benefiting apps if configured to use them, 
but the count of pages needs to be considered. 

Sysctl parameter Purpose 

vm.nr_hugepages = 5000 Pre-allocates 5000 HugePages for large-memory workloads, vary as needed 

kernel.hung_task_timeout_secs = 600 Time before the kernel warns about blocked tasks 

kernel.numa_balancing = 0 Disables automatic NUMA page migration 

kernel.timer_migration = 1 Allows timers to move between CPUs for efficiency 

vm.stat_interval = 300 (or higher) Reduces the frequency of VM statistics updates (lower overhead); can be larger 

vm.swappiness = 0 or 1 Minimises swapping; prefers RAM usage 

vm.zone_reclaim_mode = 0 Disables reclaiming memory from the local NUMA node only 

kernel.sched_autogroup_enabled = 0 Prevents auto-grouping of threads in a scheduler group 

vm.min_free_kbytes = 1024000 Encourages the kernel to maintain 1 GB free for urgent usage; adjust as needed 

 
Consideration can be given over to kernel TCP / UDP settings, but if coupled with Solarflare adapters using Onload, 
TCPDirect, or ef_vi then the tuning becomes specific to the acceleration approach used. 

Do note that tuned profiles use nested inheritance, as declared at the top of the provided AMD tuned.conf with 
"include=" statements. 

3.4 - IRQS, IRQBALANCE, SFCAFFINITY 
The behaviour of tuned cpu partitioning approaches is to define a range of "banned" CPUs within 
/etc/sysconfig/irqbalance, which irqbalance will exclude when making placement choices. Generally, for Low 
Latency the use of "irqbalance" has often not been wanted, due to concerns about continual running and ongoing 
IRQ movement. 

Use cases exist where you may wish to steer device IRQs with reference to consuming threads vs NUMA or L3 
cache / chiplet considerations. Generally, being near to consumers cache-wise but not on the same core that a 
critical thread is affinitised to, hence creating pre-emption. 

You have an option to still get the benefit of irqbalance cleaning up cores but, critically, to then be able to manually 
steer IRQs of interest without concern that irqbalance will undo your efforts. 

Consider use of irqbalance in "oneshot" mode; two methods are possible. Edit the file /etc/sysconfig/irqbalance: 

• Add args to this line, such as: IRQBALANCE_ARGS="--oneshot" 

• Or define a variable within the conf file, per the man pages: IRQBALANCE_ONESHOT=yes 

An alternative approach relies upon manually determining a system's IRQ number, excluding those from irqbalance 
control. This is documented within the Onload guide, but this can be variable per system and IRQ changes from 
new devices should be considered: Affinitizing RSS Channels to CPUs. 

  

https://docs.amd.com/
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Once you have control of irqbalance, for example via oneshot mode, sfcaffinity_config can be used: 

# sfcaffinity_config auto 

Or 

# sfcaffinity_config --cores 40-41 auto 

As a worked example, sfc_rss values can be set in modprobe; as a simple example reduce from default RSS down 
to 4 (please test and find what level of RSS suits your mix of kernel throughput vs userland traffic via Onload / 
TCPDirect / ef_vi). 

Then IRQs can be migrated to specific cores later, via scripts which can be called from within tuned.conf via script 
agent. 

 

Consideration of oneshot mode to allow irqbalance and Tuned to isolate clean cores yet still maintain scripted fine-
grained control. See Section 3.6 for scripted command inclusion into tuned. 

3.5 - NETWORK SYSCTLS CONSIDERATIONS 
Network sysctls may improve kernel-driven network performance, but the application behaviour should be 
understood first. Kernel defaults set behaviour where buffers auto-grow to suit both higher bandwidth 
connections or handle many thousands of connections in parallel, many scenarios must be handled. 

However, for low latency trading you can have bursty connections, you may operate with a minimal number of 
open connections that consume socket memory. Network speeds are increasing so buffer size calculations related 
to BDP (bandwidth delay product) are getting larger when factoring in 40G and 100G. 

You may benefit from larger buffer allocations to help cope with bursts and throughput but again, analyse before 
changing. Message volumes that jump very fast under burst conditions may create jitter from dynamic memory 
allocations though generally; kernel networking is jitter and latency prone compared to bypass approaches. 

Hence network sysctls are included for awareness but these are not active (hashed out) within the tuned profiles. 
Your specific use case, speed, and RAM usage from active socket count should be considered. 
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Solarflare kernel-bypass technologies do inherit some sysctl values, but separate buffer controls exist per use case. 
Bypass technologies cope far better with burst conditions, a common use for Onload, TCPDirect and ef_vi. 

Sysctl parameter Purpose 

net.core.netdev_max_backlog = 10000 Max packet count queued for processing; may help with bursts 

net.core.optmem_max = 524288 Options memory increase for socket options and control messages 

net.core.rmem_default = 1048576 Increased default size, can override via socket options on open 

net.core.rmem_max = 33554432 Max socket size of 32 MB; higher is possible for throughput systems 

net.core.wmem_default = 1048576 Increased default size, can override socket options on open 

net.core.wmem_max = 33554432 Max socket size of 32 MB; higher is possible for throughput systems 

net.ipv4.tcp_slow_start_after_idle = 0 Starts with a more aggressive window size after idle periods 

net.ipv4.tcp_rmem = 4096 1048576 16777216 
Increased sizes, 4k pressure, 1mb default, 16mb max, high BDP may 
need higher but adds delay to detecting drops. 

net.ipv4.tcp_wmem = 4096 1048576 16777216 
Increased sizes, 4k pressure, 1mb default, 16mb max, high BDP may 
need higher but adds delay to detecting drops. 

net.core.netdev_budget = <value, default of 300> Max packets per NAPI softirq poll cycle. Understand before changing 

net.core.netdev_budget_usecs = <value, default of 2000> Max time in microseconds before yielding. Understand before changing 

 
There is further consideration, net.ipv4.udp_rmem_min for UDP buffers under memory pressure, RTO timeouts 
can be adjusted with ip route to speed up loss detection, sack, dsack add minimal overhead but help retrans. CUBIC 
vs HTCP vs NewReno, congestion algo differences can be investigated.  

TCP and UDP tuning is a very wide subject with volumes of information available to you. 

3.6 - SCRIPT MODIFICATIONS 
Please be aware that the tuned.conf has a script module. Throughout this guide are example commands for 
interrupt control, for cache allocation technology, and more including you may have your own. These could be 
invoked upon tuned profile activation. 

3.7 - ANTICIPATED RESULTS FROM SYSJITTER 
It would be unwise to state your results should equal an expected level of jitter; there are so many variables. Your 
hardware devices, drivers, kernel updates, BIOS variances, and layered software all influence results seen. This 
guide has been tested on a variety of systems, but its expected deviations exist. 

With attention to detail and analysis, systems can reach a tickless state with very low detectable jitter. Chapter 5 
is intended to act as primer around debug approaches. 

Our Lab testing has shown, with tuned and wider setup considerations here, we can repeatably achieve clean 
setups on AMD EPYC systems. Below is a representative range of isolated CPU's close to a PCI device of interest 
over 1 hour; see Chapter 5 for more sysjitter information 

  

https://docs.amd.com/


 

 
Low Latency Tuning for AMD EPYC 9005 CPU Powered Servers READY TO CONNECT? Visit https://docs.amd.com/ Page 19 of 31 

A 1-minute test at a 300-nanosecond detection threshold: 

 

A 3600-second / 1 hour runtime with a 500 ns detection threshold: 

 

 

3.8 - ACCESS TO THE TUNED DEFINITIONS WITHIN THIS GUIDE 
This tuning guide contains files attached as plain-text (.txt) files. You must have Adobe Acrobat to access the 
embedded files.  

Note: This document includes the referenced configuration and script files as embedded PDF attachments. The 
steps below describe how to open them in Adobe Acrobat / Adobe Acrobat Reader. If you are using a different 
PDF viewer, attachment support and the exact button names or locations may differ, or may not be available at 
all. For the best experience, open this PDF in Adobe Acrobat 

To access and use the embedded scripts: 

1. Open this PDF in either Adobe Acrobat DC or Adobe Acrobat Reader. 

2. If needed, open the navigation pane.  

3. In the right-hand tool rail, click the paperclip (Attachments) icon. The Attachments panel opens and 

lists the embedded files. 

 

 

 

https://docs.amd.com/
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4. Select the file you want: double-click, or click the more options (…) menu at the top of the Attachments 
panel and choose open attachment: 

 
5. If a security warning appears ("The file … may contain programs, macros, or viruses…"), confirm the file is 

from a trusted source, select Open this file, and click OK. 

 
6. Save the file to your system, being sure to change the extension from .txt to the appropriate one, e.g. 

.sh or .conf. 

7. Repeat the steps above for the remaining embedded files. 
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CHAPTER 4:  AMD SOLARFLARE X4 NETWORK CONSIDERATIONS 
AMD Solarflare X4 adapters provide low-latency network acceleration through a combination of ASIC design, 
firmware, drivers, kernel-bypass software, and/or user-space networking APIs. 

This chapter summarises the main Solarflare X4 and software paths, but there is no intention to duplicate 
extensive Onload, TCPDirect, and ef_vi advice found in regularly revised public Solarflare documents below. 
Detailed installation notes, extensive tuning guidance, firmware, and API use cases should be taken from the 
relevant AMD Solarflare product documentation below. 

For X4 card documentation, Onload, TCPDirect, drivers, software, and firmware, see: Solarflare X4-series 
downloads 

4.1 - KERNEL ROUTED, ONLOAD, TCPDIRECT AND ef_vi 
Solarflare X4 adapters offer different network acceleration options; these have trade-offs between application 
compatibility, latency, protocol control, and development effort required. Please try to locate the most recent 
copies of the guides as links become outdated. 

• Kernel networking uses the standard Linux network stack with Solarflare drivers. Kernel routed flow 
benefits from the adapter hardware and driver implementation but still incurs kernel network-stack 
latency overhead. X4 kernel network configuration can be adjusted via ethtool: ring buffer size, 
coalescing, FEC modes, moderation, offload, and more. 

• Onload provides drop-in kernel-bypass acceleration for applications using BSD sockets. It is often the first 
step for existing TCP or UDP applications, as it can reduce latency and jitter without requiring application 
modifications. The latency gap between Onload and the API approaches has narrowed with recent 
Solarflare X4 optimisations. 

• TCPDirect provides a lower-level user-space API for applications that need more explicit control of TCP or 
UDP networking behaviour. It requires application integration but can reduce latency compared with a 
socket-based model. 

• ef_vi provides a very low-level Layer 2 virtual interface API. It can deliver extremely efficient packet 
handling but places more responsibility on the application for protocol handling, queue management, and 
polling; it therefore has more overhead but is the fastest. 

The choice depends on application architecture and protocol requirements, on ease of implementation vs the very 
lowest of latency. Kernel networking is suitable for management and general traffic; Onload is used for accelerated 
sockets; likely TCPDirect or ef_vi is used for the most latency-sensitive data paths, with development effort being 
justified by the outcome. 

Please try to locate the most recent copies of the guides, as the specific links above will become outdated. 

  

https://docs.amd.com/
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4.2 - TIMEKEEPING AND TIMESTAMPING 
Accurate timekeeping is often required for trading, market data, regulatory reporting, packet capture, and event 
reconstruction. 

Solarflare X4 adapters can be used with sfptpd, the Solarflare Enhanced PTP daemon. Design considerations 
include hardware timestamping, PTP slave or master mode, boundary clock behaviour, hybrid mode, NTP fallback, 
and more. The logging and centralised monitoring for clock synchronisation compliance can assist towards 
company audit needs, such as for MiFID and other industry accuracy needs. 

Time synchronisation should be validated as part of the network design rather than treated as a separate service. 
Switch PTP support, Layer 1 devices, timestamping points, packet replication, capture paths, and monitoring 
infrastructure can all affect the accuracy and usefulness of recorded timestamps. 

Refer to the latest "Enhanced PTP User Guide" and "Solarflare Enhanced PTP Daemon" documents from the X4-
series downloads. 

4.3 - NETWORK ARCHITECTURE CONSIDERATIONS 
Server tuning cannot compensate for a non-optimal network path. Low-latency switches, Layer 1 devices, tap 
aggregation and packet capture, and multicast fan-out approaches should be reviewed; ideally, wire capture 
analysis can be performed to see the external responsiveness. 

SolarCapture is offered for use, for packet capture and analysis purposes. It integrates with accurate timestamping 
Network switches commonly found in FinTech Tap-Agg use cases, hence offers a free path to Packet Capture 
solutions being created with Solarflare cards. 

The "SolarCapture User Guide" and the linked public Git repositories can be found on the X4-series document 
pages, or at GitHub: Xilinx-CNS/solarcapture. 

https://docs.amd.com/
https://www.amd.com/en/support/downloads/solarflare-downloads.html/ethernet-adapters/solarflare/x4-series.html
https://www.amd.com/en/support/downloads/solarflare-downloads.html/ethernet-adapters/solarflare/x4-series.html
https://github.com/Xilinx-CNS/solarcapture
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CHAPTER 5:  DEBUG, MICROBENCHMARKS AND OPTIMISATION 
This chapter is a basic steer towards benchmarking tools which may help in the event of finding your systems are 
not as clean as desired. It could be broken into several different efforts; debug and benchmarking is a very wide 
subject, so this is a brief thought provoker. 

• ftrace / trace-cmd (and, by association, KernelShark) can help show kernel-related behaviour. 

• perf can be used to collect performance info, stacks, and interactions between both userland and kernel 
spaces. 

• eBPF / bpftrace can be used to determine kernel behaviour at very granular levels. 

• strace can be used to diagnose thread behaviour, find ioctls and system calls where userland reaches into 
the kernel. 

The intent is not to replace the reams of public information on these tools, simply to start off your debug thoughts. 

5.1 - SYSJITTER AND THREAD INTERRUPTION 
Sysjitter is an AMD Solarflare tool which will determine the levels of jitter seen on a given range of CPU cores. The 
tool is available from AMD's Xilinx GitHub repo: cns-sysjitter. This implements a busy-loop thread per CPU, polling 
CPU's TSC counters and trying to determine if we were prevented from getting CPU time. Note that it does not 
show why this occurred, just that jitter events occurred. 

For command line usage, specify runtime, the core(s), and a detection threshold. 

It would be advisable to use sysjitter solely upon isolated CPU cores of interest. The act of putting a polling thread 
on every CPU is not ideal; a 100% CPU consuming sysjitter thread competes with every other kthread, kworker. 
Running on every CPU at the same time means the kernel will have to allow execution somewhere within a worker 
thread pool despite sysfs cpumasks, which will pre-empt our sysjitter threads and be noted as jitter. 

Ideally, focus on specific cores of interest unless there is a wider concern. Note the threshold value and consider 
your overall aims: how low do you need to get to confer a benefit to the business? Chasing zeroes can take up a 
lot of time. 

 

Notable columns are: 

• int_n — how many events were detected in the whole test (having v low numbers is often acceptable).  

• Percentiles vs the max — help show if jitter is frequent or sporadic, if maxes are one off events, etc. 

https://docs.amd.com/
https://github.com/Xilinx-CNS/cns-sysjitter
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5.2 - USERLAND & KERNEL THREADS, IRQS ON “CLEAN” CORES 
Simply looking for the presence of kworkers, kthread, or IRQs can lead to an understanding of where thread pre-
emption type jitter may come from. Clean cores can have as low as 4 or 5 threads though, dependent on device 
placement and kernel settings, more can be present and yet more may arrive with workloads. Look to see if a core 
of interest carries more threads than hoped for. 

# ps -eLo psr,pid,ppid,class,pri,nice,rtprio,stat,wchan:14,comm | sort -n 

Understanding what is noted to have last run on the cores — the nice, pri, and rtprio (if rt sched class) — can help 
show issues. wchan may inform what a thread is doing, but it is a very short snapshot. Other tools show kworker 
activity and their stacks; a quick glimpse may be enough. 

5.3 - CONSTANT CPU CONSUMERS TO LOOK FOR PRE-EMPTION 
There are many microbenchmarks, but a portable approach to finding context switching is a "while" loop in a bash 
shell. It will attempt to continually execute without yielding. Combined with analysis of /proc/<pid> data or using 
perf, it can help you look for pre-emption from kworkers, interrupts, etc. Look to /proc/<pid>/status for context 
switches. 

#!/bin/bash 
while true 
do true 
done 

 
Use taskset to pin to a core of interest: 

# taskset -c 42 <bash script name.sh> 

 
If you are being pre-empted due to userland, kworkers, or kthreads, you should see an incrementing count in 
/proc/<pid>/status for the context switch fields. On a clean system these counts stay low. Ideally, run your own 
app / company benchmarks and look to their counters. 

5.4 - TRACING AND PROBES VIA PERF, FTRACE & MORE 
Linux tracing tools such as perf, ftrace, and eBPF can attach to different probes and events to help debug 
performance and show work. Hardware events like CPU cycles, cache misses, and branch misses; software events 
such as context switches, page faults, and CPU migrations. Kernel trace points can expose events inside the kernel, 
and kprobes and kretprobes can show kernel functions on entry or return. Similarly, uprobes and uretprobes can 
show user-space program functions, though this section is not meant for application debug. 
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5.4.1 -  Perf 
Perf is a mature performance analysis tool backed by extensive public documentation, blogs, and books. Running 
perf list on the command line highlights the sheer diversity of hardware and software events you can track, 
alongside contextual data captured around the time of those events. 

This section covers short examples which may help you. If you detect unwanted work on CPU cores that you 
expected to be completely clean, ask yourself: Is it a config issue? Are threads affinitised as planned for? Are cores 
genuinely isolated per kernel arguments (isolcpus, nohz_full, etc.)? Is it an external interruption? Check if 
interrupts (IRQs) are under control, or are they pulling in unexpected kernel softirq worker thread activity. 

When did the problem occur? Pinpoint exactly when the interruption happened. Jitter at the start may be test 
setup; warm up routines are somewhat normal, but interruption in the middle of a run is the real concern when 
aiming for deterministic execution. 

To example, can we see if scheduler switching or worker queue activity occurs on a given CPU core or against a 
thread. The following may help, but take this as a short primer and expect to vary: 

# perf record -C <cpu_core> -e sched:sched_switch,sched:sched_waking -- sleep 300 

With call stacks: 

# perf record -C <cpu_core> -e sched:sched_switch,sched:sched_waking --call-graph dwarf -- 
sleep 300 

Example to extend perf to capture against a wider range of events: 

# perf record -C <cpu_core> -e 
sched:sched_switch,sched:sched_waking,sched:sched_migrate_task -e 
workqueue:workqueue_queue_work,workqueue:workqueue_activate_work,workqueue:workqueue_execut
e_start,workqueue:workqueue_execute_end -- sleep 1000 

With call stacks as well: 

# perf record -C <cpu_core> -e 
sched:sched_switch,sched:sched_waking,sched:sched_migrate_task -e 
workqueue:workqueue_queue_work,workqueue:workqueue_activate_work,workqueue:workqueue_execut
e_start,workqueue:workqueue_execute_end --call-graph dwarf -- sleep 1000 

 
Taking a different approach, try to analyse events associated with a process of interest rather than a core: 

# perf record -e sched:sched_switch,sched:sched_waking --call-graph dwarf -p <pid> -- sleep 
1000 
# perf record -e sched:sched_switch,sched:sched_waking --call-graph dwarf -p pgrep <name> -
- sleep 1000 
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Review these outputs with: 

# perf script 
# perf report 

Clearly, the amount of public information about perf means you will find many public examples to delve into this 
fascinating area. 

5.4.2 -  Ftrace / trace-cmd 
Ftrace, and by extension trace-cmd, is a framework that allows us to trace kernel activity; we can try to see if a 
CPU core appears. If we do have work occurring, we can try to take a glimpse of the calls being made or use tracers 
to see what type of work is being detected. 

There is a lot of information already written on ftrace, so this is a very short primer to open thoughts for potential 
debug needs: ftrace documentation 

The tracers are heavily customizable and can be integrated with other tooling; this is a short primer. Output needs 
interpretation, so you will need an awareness of the kernel or an educated guess. Use of AI tools to interpret 
outputs is of course a viable option within reason. 

• The osnoise tracer will measure OS related latency; it can help quantify how much "noise" the kernel 
introduces on a CPU, and the reasons. NMIs, IRQs, softirqs, threads, and hardware noise are represented 
by osnoise. 

• The function_graph tracer can trace kernel function entry/exit points and show the flow of what ran, the 
duration, and the nesting of functions as they occurred. If work was found, this can help see the actual 
work that occurred. 

• Individual trace events can be enabled if you were leaning towards debugging a hypothesis, debugging 
specific events in finer detail. 

One important note is to consider use of per_cpu tracing rather than global events. If looking at a single CPU we 
reduce the potential flood of information coming through, though you might need a wider picture sometimes to 
see the origin of a problem. 

A worked example of osnoise: the following works on a CPU core of interest, say CPU 42. It turns on OS noise for 
a 1 second period, monitoring for the full second. The time is being highlighted as you may wish the interval to be 
longer — 60 seconds, for example; extend as wanted. 

The osnoise "interference counters" show a series of reasons for noise, with a count for the tested period (HW, 
NMI, IRQ, SIRQ, Thread). It's worth proving this on a range of clean vs dirty cores for a short test. Osnoise does 
place a heavy thread on each CPU, so it is important to recognise it will interfere with a CPU (100% load per core 
expected for the duration) and hence should not be left enabled and should ideally not be run globally across all 
CPUs. 
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Example testing a range of cores, 42-47 (cores on a chiplet of interest): 

# cd /sys/kernel/tracing 
# echo 0 > tracing_on 
# echo osnoise > current_tracer 
# echo 42-47 > osnoise/cpus 
# echo 1000000 > osnoise/period_us 
# echo 1000000 > osnoise/runtime_us 
# echo > trace 
# echo 1 > tracing_on 
# sleep 60 
# echo 0 > tracing_on 
# cat trace 

 
A worked example of function_graph is as follows, again selecting CPU 40-47. Logs would be very extensive and 
may induce jitter from trace overhead if tracing all CPUs, so for the purpose of jitter cleanup, reducing the cores is 
helpful. 

The tracing CPU bitmask must be calculated, enabling tracing on only those cores in the mask. Web based CPU 
Affinity Mask Calculators exist, or the bitmask must be calculated, starting with CPU 0 going from the right to the 
left-most field. 

# cd /sys/kernel/tracing/ 
# echo 0 > /sys/kernel/tracing/tracing_on 
# echo function_graph > /sys/kernel/tracing/current_tracer 
# echo > /sys/kernel/tracing/trace 
# echo 0000FF00,00000000 > tracing_cpumask 
# cat tracing_cpumask 
0000FF00,00000000 
# echo 1 > /sys/kernel/tracing/tracing_on 
# sleep 60 
# echo 0 > /sys/kernel/tracing/tracing_on 
# cat /sys/kernel/tracing/trace > /tmp/trace.txt 

 
or 

# cat /sys/kernel/tracing/per_cpu/cpu42/trace > /tmp/trace_42.txt 

 

Rather than rewrite existing information, I will offer an example: trace-cmd and KernelShark can be used to 
capture scheduler information, which may offer a view as to what is causing thread pre-emption from a userland 
or kernel thread perspective. 
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5.5 - CONCLUSION 
The subject is extensive, yet this is a lightweight introduction. The kernel activity exposed can be high in volume, 
hence searching for interruptions means output need to be parsed. Examples given area meant as primers which 
will likely need to be tailored to what's occurring within your systems. 

Search for ftrace and perf documentation, examples and blog style information to use these tools well and extend 
your knowledge 

Ftrace can be used as above; it can be used to selectively filter events on some CPUs but obtain other events 
globally. Stacks can be printed when specific events are detected, which may help or may offer more information 
than is needed. 

BPF tracing tools go to deep levels, many example tracing tools for specific purposes are already available and its 
beyond the scope of this document to describe those. Their use will require bpftrace and likely bcc-tools to access 
pre-packaged debug scripts. 

All this tracing and debug work will absorb your Engineering time and need interpretation; learning will be needed, 
so please balance time against your business aims. 

https://docs.amd.com/
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CHAPTER 6:  ADDENDUM 
Servers designed with 5th generation AMD EPYC processors are available through various Server OEMs and 
ODMs. Please contact AMD sales for more information. 

The AMD Solarflare X4 series adapters are available through AMD authorized distributors and channel partners. 
Please contact AMD sales for more information. 

6.1 - REFERENCE BIOS CONSIDERATIONS 

BIOS Parameters AMD BIOS Option Path (All under AMD CBS) 
Considerations 
for Low Latency 
use 

Comments 

SMT Control CPU Common -> Performance -> SMT Control Disabled Disable CPU hardware threads 

Global C-State Control CPU Common -> Global C-States Control Enabled 
Can be disabled but ideally is enabled, set DF 
C-states disabled (below) use OS controls. 

Core Performance Boost CPU Common -> Core Performance Boost Enabled 
Allows CPU core boost for speed of 
execution. 

Prefetchers CPU Common -> Prefetcher Settings Enabled 
Generally wanted unless very strict cache 
control programmed for. 

Numa Per Socket DF Common -> Memory Addressing -> NUMA per socket 4 May need to test NPS=1, 2, 4. 
4Link xGMI Max Speed DF Common -> Link -> 4-Link xGMI Max Speed 32Gbps Required for dual socket systems. 

SDCI DF Common -> SDCI -> SDCI Enabled 
Enable to achieve PCI TPH, for PCI to L2 
cache transfers 

Periodic Directory Rinse 
DF Common -> Probe Filter -> Periodic Directory Rinse 
Tuning 

Adaptive 
(Blended) 

 

Determinism Control NBIO Common -> SMU Common -> Determinism Control Manual  

Determinism Enable NBIO Common -> SMU Common -> Determinism Enable Power  

APBDIS NBIO Common -> SMU Common -> APBDIS 1 Disable SMU power management 
DF Pstate NBIO Common -> SMU Common -> DFPstate 0 Highest DF perf state 
Power Profile Selection NBIO Common -> SMU Common -> Power Profile Selection Max IO perf mode  

DF Pstate FREQ optimizer NBIO Common -> SMU Common -> DF Pstate freq optimizer Disabled Disable dynamic behaviour 
DF Cstates NBIO Common -> SMU Common -> DF Cstates Disabled  

GMI Folding NBIO Common -> SMU Common -> GMI Folding Disabled Prevent GMI bandwidth reductions 
CPPC NBIO Common -> SMU Common -> CPPC Enabled Allow OS perf requests 

PCIE Idle Power Setting NBIO Common -> PCIe -> PCIe Idle power setting 
Optimize for 
latency 

 

ASPM Control NBIO Common -> PCIe -> ASPM Control Disabled Disable PCIe link power mgmt 

IOMMU NBIO Common -> IOMMU/Security -> IOMMU Disabled 
Disable unless virtualisation or isolation 
reasons dictate 

Enable 2 SPC (Gen 5) NBIO Common -> Enable 2 SPC (Gen 5) Enable  

Enable 2 SPC (Gen 4) NBIO Common -> Enable 2 SPC (Gen 4) Enable  

SRIOV Top level -> PCI Subsystem setting -> SRIOV Disabled 
Disable unless virt workloads or an SRIOV 
specific use requires this. 

Memory Speed UMC Common -> DDR Timing -> Memory Target Speed 
Use 5600 or 3600 
if PPT is disabled 

Ensure your memory speed matches OEM 
specs. Must reduce speeds if PPT disabling. 
5600 for 1DPC, 3600 for 2DPC. 

PPT DDR5 training  
UMC Common Options -> DDR Training Options -> Periodic 
Phase Training -> 
Periodic Training Mode [Legacy -> Disable]  

Disable 
Disable when absolute lowest jitter is 
wanted, requires memory speed adjustment. 

 
AMD Ref Doc: https://docs.amd.com/v/u/en-US/58467_amd-epyc-9005-tg-bios-and-workload 

Solarflare general guidance: https://docs.amd.com/r/en-US/ug1586-onload-user/BIOS-Settings 

Low Latency BIOS settings: https://docs.amd.com/v/u/en-US/low-latency-tuning-for-amd-epyc-cpu-powered-
servers-release-notes 
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6.2 - CONSOLIDATED LINKS AND FURTHER READING 
AMD Products 

• AMD Products — https://www.amd.com/en/products.html 

AMD Solarflare 

• AMD Ethernet adapters — https://www.amd.com/en/products/ethernet-adapters.html 

• Solarflare X4-series downloads — https://www.amd.com/en/support/downloads/solarflare-
downloads.html/ethernet-adapters/solarflare/x4-series.html 

AMD Xilinx FPGA 

• Alveo V80 — https://www.amd.com/en/products/accelerators/alveo/v80.html 

• Alveo UL3422 — https://www.amd.com/en/products/accelerators/alveo/ul3422.html 

• Alveo UL3524 — https://www.amd.com/en/products/accelerators/alveo/ul3524.html 

AMD EPYC 9005 Zen 5 CPU Architecture 

• 5th Gen AMD EPYC Processor Architecture white paper — https://docs.amd.com/v/u/en-US/5th-gen-
amd-epyc-processor-architecture-white-paper 

• AMD EPYC 9005 Architecture Overview — https://docs.amd.com/v/u/en-US/58462_amd-epyc-9005-
tg-architecture-overview 

AMD Pstate implementation 

• AMD P-state kernel documentation — https://docs.kernel.org/admin-guide/pm/amd-pstate.html 

AMD PQOS and CAT 

• AMD PQOS white paper — https://docs.amd.com/v/u/en-US/69127_1.00_PQOSWP 

AMD SDCI / X4 integration 

• AMD X4 SDCI white paper — https://www.amd.com/content/dam/amd/en/documents/processor-
tech-docs/white-papers/x4-sdci-whitepaper.pdf 

AMD BIOS reference guidelines 

• AMD EPYC 9005 BIOS & Workload Tuning Guide — https://docs.amd.com/v/u/en-US/58467_amd-
epyc-9005-tg-bios-and-workload 

• Onload BIOS Settings — https://docs.amd.com/r/en-US/ug1586-onload-user/BIOS-Settings 

• Low-latency tuning release notes — https://docs.amd.com/v/u/en-US/low-latency-tuning-for-amd-
epyc-cpu-powered-servers-release-notes 

AMD Developer info 

• AMD Zen Software Studio — https://www.amd.com/en/developer/zen-software-studio.html 

AMD AOCC (AMD Optimised C/C++ & Fortran Compiler) 

• AMD AOCC — https://www.amd.com/en/developer/aocc.html 

AMD AOCL (AMD Optimised Compute Library) 

• AMD AOCL — https://www.amd.com/en/developer/aocl.html 

• AMD AOCL LibM — https://www.amd.com/en/developer/aocl/libm.html 
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AMD uProf (AMD micro perf analysis tool) 

• AMD uProf — https://www.amd.com/en/developer/uprof.html 

Ftrace kernel.org documentation (validate your kernel version vs documentation written for a specific version) 

• Kernel trace index — https://docs.kernel.org/trace/index.html 

• ftrace documentation — https://docs.kernel.org/trace/ftrace.html 

• LWN Ftrace index — https://lwn.net/Kernel/Index/#Ftrace 

• LWN Tracing/Ftrace index — https://lwn.net/Kernel/Index/#Tracing-Ftrace 

• LWN Kernel tracing tools index — https://lwn.net/Kernel/Index/#Development_tools-Kernel_tracing 

Perf information 

• Perf Wiki — https://perfwiki.github.io/main/ 

• Perf Wiki tutorial — https://perfwiki.github.io/main/tutorial/  
(links from https://perf.wiki.kernel.org/index.php) 
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#!/usr/bin/bash

type getargs >/dev/null 2>&1 || . /lib/dracut-lib.sh

cpumask="$(getargs tuned.non_isolcpus)"

files=$(echo /sys/devices/virtual/workqueue{/,/*/}cpumask)

log()
{
  echo "tuned: $@" >> /dev/kmsg
}

if [ -n "$cpumask" ]; then
  log "setting workqueues CPU mask to $cpumask"
  for f in $files; do
    if [ -f $f ]; then
      if ! echo $cpumask > $f 2>/dev/null; then
        log "ERROR: could not write workqueue CPU mask '$cpumask' to '$f'"
      fi
    fi
  done
fi



# Core isolation
#
# The 'isolated_cores=' variable below controls which cores should be
# isolated. By default we reserve 1 core per socket for housekeeping
# and isolate the rest. But you can isolate any range as shown in the
# examples below. Just remember to keep only one isolated_cores= line.
#
# Reserve at least 1 core per socket for housekeeping, isolate the rest.
# Change this for a core list or range as shown above.
# isolated_cores=${f:calc_isolated_cores:1}
#
# Examples:
#
# isolated_cores=12-15,28-31,32-47,60-63
# isolated_cores=32-47

# To disable the kernel load balancing in certain isolated CPUs:
#
# Examples:
#
# no_balance_cores=12-15,28-31,33-47,60-63
# no_balance_cores=32-47



#!/usr/bin/bash

. /usr/lib/tuned/functions

start() {
    mkdir -p "${TUNED_tmpdir}/etc/systemd"
    mkdir -p "${TUNED_tmpdir}/usr/lib/dracut/hooks/pre-udev"
    cp /etc/systemd/system.conf "${TUNED_tmpdir}/etc/systemd/"
    cp 00-tuned-pre-udev.sh "${TUNED_tmpdir}/usr/lib/dracut/hooks/pre-udev/"
    setup_kvm_mod_low_latency
    disable_ksm
    return "$?"
}

stop() {
    if [ "$1" = "full_rollback" ]
    then
        teardown_kvm_mod_low_latency
        enable_ksm
    fi
    return "$?"
}

process $@



# AMD low latency tuned configuration.
#

[main]
summary=Optimise AMD platforms for CPU partitioning latency sensitive usage
include=network-latency

[variables]
# User is responsible for updating variables.conf with variable content such as isolated_cores=X-Y
include=/etc/tuned/cpu-partitioning-variables.conf

isolated_cores_assert_check = \\${isolated_cores}
# Make sure isolated_cores is defined before any of the variables that
# use it (such as assert1) are defined, so that child profiles can set
# isolated_cores directly in the profile (tuned.conf)
isolated_cores = ${isolated_cores}
# Fail if isolated_cores are not set
assert1=${f:assertion_non_equal:isolated_cores are set:${isolated_cores}:${isolated_cores_assert_check}}

# tmpdir
tmpdir=${f:strip:${f:exec:mktemp:-d}}
# Non-isolated cores cpumask including offline cores
isolated_cores_expanded=${f:cpulist_unpack:${isolated_cores}}
isolated_cpumask=${f:cpulist2hex:${isolated_cores_expanded}}
not_isolated_cores_expanded=${f:cpulist_invert:${isolated_cores_expanded}}
isolated_cores_online_expanded=${f:cpulist_online:${isolated_cores}}
not_isolated_cores_online_expanded=${f:cpulist_online:${not_isolated_cores_expanded}}
not_isolated_cpumask=${f:cpulist2hex:${not_isolated_cores_expanded}}
# Make sure no_balance_cores is defined before
# no_balance_cores_expanded is defined, so that child profiles can set
# no_balance_cores directly in the profile (tuned.conf)
no_balance_cores=${no_balance_cores}
no_balance_cores_expanded=${f:cpulist_unpack:${no_balance_cores}}

# Fail if isolated_cores contains CPUs which are not online
assert2=${f:assertion:isolated_cores contains online CPU(s):${isolated_cores_expanded}:${isolated_cores_online_expanded}}

# isolcpus adjusted for all flags
cmd_isolcpus=${f:regex_search_ternary:${no_balance_cores}:\s*[0-9]: isolcpus=nohz,managed_irq,domain,${no_balance_cores}:}

[sysfs]
/sys/bus/workqueue/devices/writeback/cpumask = ${not_isolated_cpumask}
/sys/devices/virtual/workqueue/cpumask = ${not_isolated_cpumask}
/sys/devices/virtual/workqueue/*/cpumask = ${not_isolated_cpumask}
/sys/devices/system/machinecheck/machinecheck*/ignore_ce = 1

[systemd]
cpu_affinity=${not_isolated_cores_expanded}

[irqbalance]
banned_cpus=${isolated_cores}

[script]
priority=5
script=${i:PROFILE_DIR}/script.sh

[scheduler]
isolated_cores=${isolated_cores}
ps_blacklist=.*pmd.*;.*PMD.*;^DPDK;.*qemu-kvm.*;^contrail-vroute$;^lcore-slave-.*;^rte_mp_handle$;^rte_mp_async$;^eal-intr-thread$

[sysctl]
vm.nr_hugepages = 5000
kernel.hung_task_timeout_secs = 600
kernel.numa_balancing = 0
kernel.timer_migration = 1
kernel.sched_autogroup_enabled = 0
vm.stat_interval = 300
vm.swappiness = 0
vm.zone_reclaim_mode = 0
vm.min_free_kbytes = 1024000
# Added for awareness if kernel tuning buffer for bursts is wanted, backlogs, dealing with slow start, etc
# Analyse and tailor to your needs, commented out per the guide notes as examples to consider.
#net.core.netdev_max_backlog = 10000
#net.core.optmem_max = 524288
#net.core.rmem_default = 1048576
#net.core.rmem_max = 33554432
#net.core.wmem_default = 1048576
#net.core.wmem_max = 33554432
#net.ipv4.tcp_slow_start_after_idle = 0
#net.ipv4.tcp_rmem = 4096 1048576 16777216
#net.ipv4.tcp_wmem = 4096 1048576 16777216

[bootloader]
priority=10
initrd_remove_dir=True
initrd_dst_img=tuned-initrd.img
initrd_add_dir=${tmpdir}
cmdline_cpu_part=+nohz=on ${cmd_isolcpus} nohz_full=${isolated_cores} rcu_nocbs=${isolated_cores} rcu_nocb_poll tuned.non_isolcpus=${not_isolated_cpumask} processor.max_cstate=0 amd_pstate=passive mce=ignore_ce nowatchdog nosoftlockup nmi_watchdog=0 transparent_hugepage=never pcie_aspm=off audit=0 amd_iommu=off iommu=off iomem=relaxed nomodeset
#
# Optional cmdline including mitigation and selinux disablement. Helps performance but consider your security please.
#cmdline_cpu_part=+nohz=on ${cmd_isolcpus} nohz_full=${isolated_cores} rcu_nocbs=${isolated_cores} rcu_nocb_poll tuned.non_isolcpus=${not_isolated_cpumask} processor.max_cstate=0 amd_pstate=passive mce=ignore_ce nowatchdog nosoftlockup nmi_watchdog=0 transparent_hugepage=never pcie_aspm=off audit=0 amd_iommu=off iommu=off iomem=relaxed nomodeset mitigations=off selinux=0


