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Optimizing cloud performance

for Al workloads

As enterprises scale their Al initiatives, the public cloud offers compelling advantages: elasticity, rapid
provisioning, and a broad selection of Al-optimized infrastructure.

Yet, while the cloud streamlines access to cutting-edge

tools, it also introduces complexity in cost control,
workload fit, and performance optimization. Although
the cloud isn't the best choice for every workload

and budget range, it is ideally suited when your key
priorities are accessibility, scalability, and elimination
of capital expenses.

Nonetheless, navigating the world of cloud-based

Al infrastructure involves making vital operational,
architectural, and financial decisions. While the cloud
tends to be the better choice when rapid scaling,
variable workloads, or lack of internal infrastructure
are major considerations, there's much more to a
successful cloud Al strategy than spinning up a few
GPU-powered instances. IT managers must also think
about the nature of the workloads being run and the

most suitable virtual machine (VM) types needed to
run those workloads optimally.

Every decision you make has a ripple effect on cost,
performance, and scalability, just as it does if you're
taking the on-premises or colocation route. Misaligned
choices can result in underused resources or spiraling
expenses. Cloud service providers themselves—such
as AWS, Google, and Azure—provide a huge array

of options, but you still need the right expertise to
select and orchestrate them efficiently for today’s

Al workloads.

This paper provides a decision-making framework to
help enterprises maximize performance and ROI for
Al workloads in the public cloud.
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1. Choosing the right virtual
machine types for Al

Any successful cloud strategy begins with establishing
your workload requirements and choosing the right
VM instance types for the job. However, it's a choice
that goes far beyond simply picking the option

with the most processing power—even in the case
of demanding Al workloads. It's also very easy to
overprovision cloud resources, especially if you
choose reserved instances where you purchase
capacity upfront. Another complication: Each major
cloud provider has hundreds of instance types to
choose from.

Al workloads aren’t monolithic like many standard
computing workloads; they encompass a range of
tasks, each with very different requirements. For
example, training a large-scale foundation model is
immensely demanding on compute, in which case
you'll likely need high-performance computing (HPC)
instances with as many specialized Al accelerators
as are available. However, if you're deploying an
Al-powered recommendation engine that serves
millions of customers a day, you might prioritize CPU-
optimized instances for inference tasks, without the
high cost of GPUs.

Understanding this diversity is vital. Each phase of
the Al lifecycle—data preprocessing, model training,
fine-tuning, and inference—imposes unique
demands on the infrastructure. Moreover, those
demands change according to scale, such as model
size in the case of training or the number of end
users when it comes to inference. A cost-effective
cloud Al strategy requires meticulously matching
these specific workload requirements with the right
VM configurations to ensure that resources aren’t
underused or overprovisioned.
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Key virtual machine challenges

* Defaulting to GPU-heavy VMs: Such instances
are a great match for many Al workloads, butin
other cases, they can unnecessarily inflate costs,
especially in preprocessing or inference tasks.

* Understanding varying demands: Massive
parallelism, iterative deployment models, and vast
data sets all present unique compute, storage,
and networking requirements for Al workloads.

* Relying on superficial specifications: No approach
fits every situation, so generic guidance can
result in poor VM choices that are ill-suited to the
specific demands of your Al workloads.

Step 1: Strategize VM selection by workload profile

Before committing to specific VM types and
specifications, evaluate your workload profiles.
Compute-intensive workloads like model training
generally benefit from GPU-accelerated instances,
while data preprocessing and traditional machine
learning workloads might run more cost-effectively
on CPU-optimized instances. For example, if you're
deploying a customer service chatbot, you might
choose GPU-heavy instances for training, smaller-scale
GPU instances for inference at scale, and storage-
optimized instances for logging, analytics,

and monitoring.
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Step 2: Prioritize Al-optimized VMs for
peak performance

All major cloud providers now offer VMs optimized
for specific stages of the Al lifecycle. When selecting
VMs, especially for demanding tasks like training
foundation models or powering business-critical,
real-time Al applications, you'll need to optimize for
top performance, albeit without overprovisioning.
Al-optimized VMs offer faster interconnects between
processors and accelerators, as well as superior /0
performance. For example, training a large language
model (LLM) for a customer service chatbot needs raw
GPU power and the ability to quickly feed data among
storage, compute, and memory layers.

Step 3: Use benchmarking tools for optimal
performance-per-dollar

Don’t rely only on provider specifications. By using
independent benchmarking data, industry reports,
and third-party comparisons that are directly relevant
to your specific use cases, you can evaluate the true
performance-per-dollar across different VM solutions
and cloud providers. For example, if you're deploying
an image recognition engine, seek out benchmarks that
compare inference speeds and costs on various VM
types using popular models like YOLO or ResNet. With
a data-driven approach, you can identify the VM types
and providers that offer the best performance and
cost balance.
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2. Optimizing performance
and scalability

One of the greatest benefits of cloud computing is
elastic scalability, which dynamically adjusts resources
to meet changing workload demands. This way, you can
provision resources when you need them, rather than
continually invest in new hardware as is the case with
in-house data centers. For example, for a time-limited
workload like model training, you might use on-
demand instances, while for production Al models that
serve thousands of users daily, you might use reserved
instances when you purchase capacity up front at a
substantially lower cost.

This flexibility is hugely advantageous for Al projects,
given how they often have highly unpredictable and
variable computational needs. However, achieving
high efficiency and optimal performance is not a given.
Horizontal scaling—adding more instances—can

seem like an easy fix, but it often leads to diminishing
returns and rapidly rising costs, without proportional
performance gains. That's why efficient optimization
goes beyond scaling instance counts. Instead, you need
to think strategically by gaining a holistic view of your
Al pipelines from data ingestion to preprocessing to
model training and deployment.

Performance bottlenecks can come from various
sources, such as suboptimal network configurations
hindering the flow of data between storage and
compute layers, memory issues leading to slowdowns
in data-heavy tasks, or I/0 limitations creating
chokepoints between storage and networking layers.
Adding more instances might solve such issues, at least
temporarily, but there’s almost always a more cost-
efficient approach. By addressing bottlenecks ahead
of time, you can minimize the need to deploy more
instances and enjoy the full performance potential of
the resources available at a given price point.
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Key performance and scalability challenges

* Inefficient scaling practices: Over-reliance on
horizontal scaling without optimizing individual
instances and data pathways leads to increased
cloud sprawl and avoidable extra costs.

* Performance bottlenecks: Issues like insufficient
network infrastructure, memory bandwidth, or
I/0 limitations in VMs or storage systems can
create chokepoints that throttle performance.

* Lack of visibility into resource utilization: Cloud
cost and performance optimization are especially
difficult in hybrid or multi-cloud environments
without unified visibility into resource usage.

Step 1: Architect modular Al pipelines for
targeted scaling

Breaking complex workflows into distinct stages—
such as data ingestion, preprocessing, model training,
fine-tuning, and inference—helps you design your

Al pipelines with modularity in mind. Then, map
each stage to the most suitable VM types and scaling
strategies. For example, data preprocessing involves
heavy data transformation, which is usually best
suited for CPU-optimized instances with high 1/0
rates. The next stage—model training—usually
works better with high-end GPU-accelerated
instances provided on demand for time-finite jobs.
Once you've established this modularity, you can
apply resources more precisely when they're needed
and avoid costly overprovisioning.

Step 2: Deploy cloud-native scaling tools for
dynamic workloads

All major cloud providers offer native features that
can help you dynamically adjust available resources
according to fluctuations in demand. For example,
you can use autoscaling clusters and spot instances
for inference workloads, where the number of users
might fluctuate by region or time of day. Similarly,
for computationally intensive yet often interruptible
tasks—Ilike model training or large-scale batch data
processing—you can use spot instances to reduce
costs. Serverless functions—where developers don't
need to worry about provisioning, management, and
scaling—are also useful, particularly for event-driven
operations like lightweight inference models that need
to respond in real time to API calls.

Step 3: Use comprehensive observability tools for real-
time insights

Observability is an essential part of any cloud strategy,
especially in the case of hybrid and multi-cloud
deployments. A comprehensive observability tool
tracks detailed performance metrics relevant to Al
workloads, such as GPU utilization, storage latency,
inference request queues, and data transfer rates in
real time. However, most native observability tools
track metrics only within the vendor’s specific cloud
environment; if you're using multiple cloud vendors or
you have a hybrid strategy, you'll likely need a third-
party tool that encompasses everything. Only that
way can you get a complete, granular view of your
environment that allows you to identify and address
performance issues ahead of time.
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3. Balancing operational costs
and capabilities

The shift to the cloud fundamentally changes the
financial equation for IT infrastructure by providing
performance per dollar spent and replacing upfront
capital expenses (CapEx) with ongoing operational
expenses (OpEx). For example, a research team might
spin up a cluster of GPU-prioritized VMs to train a
large language model (LLM), which would ordinarily be
prohibitively expensive and difficult to do onsite. The
same goes for production workloads, whose demands
often fluctuate between underusing resources and
overstraining your data center’s capabilities. Cloud
computing solves both of these problems, at least

in theory.

However, flexibility comes at a cost. While the cloud
financial model offers far greater agility and allows
enterprises to scale Al projects, it's not necessarily
cheaper. ‘Cloud bill shock’'—the unexpectedly high
costs resulting from misaligned cost and performance
or inefficient resource allocation—is still a major
concern, and native cloud cost optimization tools
address it only to a limited degree because they
often lack visibility across hybrid or multi-cloud
architectures. For example, AWS isn't interested in
how much you're spending on in-house resources

or resources provided by other vendors, such as
Microsoft or Google. Yet, to achieve the optimal
balance between performance and cost—particularly
considering the diversity and complexity of Al
workloads—you'll likely need to use multiple
providers, and perhaps some in-house resources too.

To truly enjoy the unique benefits of the cloud, you
need a disciplined and holistic strategy to manage
resources so that operational costs don’t escalate
unnecessarily and unexpectedly. However, it's

less about minimizing expenses and more about
maximizing the value delivered from every dollar
invested. After all, you'll naturally end up spending
more as your Al workloads become more demanding
in terms of project type, scope, and scale. But, without
continuous evaluation and optimization, you can easily
reach a point of diminishing returns.
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Key cloud cost management challenges

* Unexpectedly high cloud bills: Cloud bill shock tends
to happen due to overprovisioning, poor mapping
of workloads to VM types, or unmonitored usage
of storage and network bandwidth.

* Disparate cloud service providers: Every cloud
provider uses different naming conventions for
instance types, and opaque pricing models make
like-for-like comparisons more complicated.

* Unpredictable workload growth: Al workloads may
grow in volume and complexity, and others may
be time-limited. This can lead to varying usage
patterns that can spike costs.

Step 1: Adopt a cost-aware design methodology

Cost efficiency should be embedded into every stage
of your Al infrastructure design and deployment

life cycle. By progressively mapping your workload
requirements to appropriately sized and configured
VMs from the beginning, you can avoid defaulting

to oversized instances “just in case.” For example,

an inference workload may require low latency and
modest compute, so choosing smaller, CPU-optimized
VMs will be more cost-effective than using a high-
end GPU cluster. By regularly reviewing resource use,
you can rightsize instances that would otherwise go
consistently underused.

Step 2: Use high-efficiency VMs to reduce TCO

You also need to consider the underlying hardware
specifications when choosing cost-efficient VMs. While
some cloud instances might appear cheaper at first
glance, they might not necessarily deliver optimal
performance per dollar. For example, with certain CPU
architectures, such as AMD EPYC 4th or 5th generation
processors, you can do the same volume of Al work
with fewer VMs, reducing operational expenses

over time. Such benefits are particularly significant

in CPU-intensive tasks like preprocessing, data
transformation, and inference with smaller models.
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Step 3: Monitor and optimize for sustained efficiency

Al workloads are rarely static, and with new tools,
frameworks, and frontier models introduced almost
every month, there’s little chance that what works now
will work tomorrow. That's why you need a continuous
cycle of monitoring, review, and optimization across
your cloud configurations. In addition to using

native cloud cost management tools, be sure to
integrate third-party solutions to track spending,
especially if you're using a multi-cloud environment.
These solutions can identify underused resources,

like idle VMs or unattached storage volumes, and
decommission them to help you maximize the long-
term value of your cloud investment.

Choosing the right Al
infrastructure partner

For many Al workloads, the cloud offers unmatched
flexibility, scalability, and speed to market. With Al fast
becoming a vital business enabler and competitive
differentiator, the cloud also makes the latest Al
technologies accessible to smaller enterprises that
simply don’t have the financial resources needed to
build and maintain their own data centers. However,
regardless of your specific use case, the key to success
is treating the cloud as a dynamic platform that must
be tailored to specific workload needs, and not as a
one-size-fits-all solution.

That said, the cloud isn’t the best fit for every
scenario, especially in enterprises that have strict
data residency requirements, extreme performance
demands, or highly predictable workloads. In

these cases, at least where budgets allow, such
organizations may find on-premises, collocation, or
hybrid models more cost-effective in the long run. But
regardless of whether you're running in the cloud, on
site, or somewhere in between, success in Al always
depends on aligning infrastructure choices with your
operational realities and long-term business goals.

Learn more about AMD's
cutting-edge Al solutions
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