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CHAPTER 1:  INTRODUCTION 
This tuning guide describes parameters that can optimize performance on servers powered by AMD EPYC™ 8005 Series 
processors. Default hardware and BIOS configurations vary by OEM and may not provide optimal performance on all OS 
platforms for all workloads. This guide helps you tune the following settings to optimize the performance of your specific 
workload: 

• BIOS settings 

• Hardware configuration 

• Cassandra™ performance tuning 

• Network performance tuning 

• OS kernel parameters 

1.1 - APACHE® CASSANDRA® 
Apache Cassandra is an open-source distributed NoSQL database management system that offers massive scalability and 
a wide column store to handle large amounts of data across many commodity servers with high availability and no single 
point of failure. Cassandra supports clusters spanning multiple datacenters with asynchronous masterless replication that 
allows low-latency operations for all clients. The Apache Cassandra database is a good choice for linear scalability and 
fault-tolerant high availability on either commodity hardware or cloud infrastructure without compromising performance. 

1.1.1 -  When to Use Cassandra 
Every database server has unique design criteria that define both ideal and suboptimal use cases. Applications that work 
best with Cassandra have the following characteristics: 

• Writes (addition of new data) exceed reads by a large margin. 

• Data is rarely updated (modified), and updates are idempotent. 

• Read access is by a known primary key. 

• Data can be partitioned via a key that allows the database to be spread evenly across multiple nodes. 

• There is no need for joins or aggregates. 

• Flexible schema evolution, where the schema gradually evolves over time. 

Cassandra achieves high availability eventually consistency and replication. Cassandra uses wide-column stores where: 

• Tables are not connected using any relations. 

• Query limits exist in the form of specific keys. 

• Aggregates, joins, or derived tables are not supported. 

• Cassandra implements updates and deletes as special write cases. 

  

https://docs.amd.com/
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Relational database modeling techniques do not directly translate to Cassandra data modeling. It is important to 
understand the strengths and limitations of NoSQL databases. Incorrect schema design and expectations can seriously 
impact Cassandra performance. Cassandra is modeled around access patterns where denormalization can overcome costly 
joins. 

Begin by using data modeling tools diagrams to build a logical data model and analyze the whole application workflow 
using Cassandra schema and queries. Next, use this information about your query patterns to define the correct keys for 
your tables. This helps reduce latency while preventing operational issues resulting from inefficient data models and large 
partitions. Please see Cassandra Data Modeling Tools* for additional information. 

1.2 - CPU RECOMMENDATIONS AND SYSTEM RESOURCES 
Table 1-1 shows basic AMD EPYC selection criteria for general Cassandra use cases. 

System Type Cores CPUs1 Memory Storage Network Min. Node # 

Small 16 
1 x AMD EPYC™ 

16-core 
128 GB 1-4 SAS SSDs 10 Gbit 3 

Medium 24 
1 x AMD EPYC™ 

24-core 
128 GB / 
256 GB 

1-4 SAS SSDs / 
NVMe SSDs 

25 Gbit 3 

Large 32 
1 x AMD EPYC™ 

32-core 
256 GB / 
512 GB 

1-4 NVMe SSDs 25 Gbit 3 

1 - Please AMD EPYC 8005 Series Processors for more information. 

Table 1-1: Recommended AMD EPYC processors for Cassandra servers 

For cloud IaaS deployments, AMD recommends 8, 16, or 32 vCPU instances with 1:4 vCPU to memory ratio VM and 
appropriate storage attached. 

1.3 - RECOMMENDED SYSTEM RESOURCES 
Cassandra is highly concurrent, handling many simultaneous read and write requests using multiple threads running on as 
many CPU cores as possible. The Cassandra write path tends to be heavily optimized (writing to the commitlog and then 
inserting the data into the memtable), so writes tend to be CPU bound. Adding more CPU cores thus increases read and 
write throughput. 

Use around 2TB per node for storage.  Using very large storage for data may have the following effects: 

• Extremely long time (days) to bootstrap new nodes. 

• Negative maintenance impact day-to-day maintenance, such as recovering, adding, and replacing nodes. 

• Reduced efficiency when running repairs or NodeSync. 

• Significantly extended time to expand datacenters. 

• Substantially increased compactions per node. 

https://docs.amd.com/
https://cassandra.apache.org/doc/latest/data_modeling/data_modeling_tools.html
https://www.amd.com/en/products/processors/server/epyc/9005-series.html
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Provisioning large memory capacity for Cassandra nodes and huge heap spaces may increase garbage collection times. It 
may be better to have more smaller nodes than few large ones. Each node in the cluster should have the same number of 
CPU cores. 

1.4 - JAVA RECOMMENDATIONS 
Apache Cassandra 5.0.x supports LTS Java versions 11 and 17. Please use LTS Java version 8 or 11 if using previous releases 
of Apache Cassandra.  See the Java® Tuning Guide for AMD EPYC™ 9005 Series Processors (available from AMD EPYC 
Tuning Guides for the zen5 processor family) for more information. 

 

https://docs.amd.com/
https://docs.amd.com/v/u/en-US/58481_amd-epyc-9005-tg-java
http://www.amd.com/epyc-tuning-guides
http://docs.amd.com/
http://docs.amd.com/
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CHAPTER 2:  RESOURCES 

2.1 - ESSENTIAL READING  
From AMD EPYC Tuning Guides: 

• BIOS and Workload Tuning Guide for AMD EPYC™ 8005 Series Processors 

• AMD EPYC™ 8005 Series Architecture Overview 

2.2 - OTHER RESOURCES 
• Memory Population Guidelines for AMD Family 1Ah Models 00h-0fh Socket SP6 Processors - Login required; please 

review the latest version if multiple versions are present. 

• AMD EPYC™ Processor Minimum Operating System (OS) Versions 

• From AMD EPYC Tuning Guides: 

- Windows® Network Tuning Guide for AMD EPYC™ 8005 Series Processors 

- Linux® Network Tuning Guide for AMD EPYC™ 8005 Series Processors 

- NVMe Tuning Guide for AMD EPYC™ 8005 Series Processors 

• Documentation for /proc/sys/vm/* 

• Hardware Choices* 

• Apache Cassandra* 

• Installing Cassandra* 

• Apache Cassandra Data Modeling Best Practices Guide* 

• Cassandra Use Cases: When to Use and When Not to use Apache Cassandra* 

• Cassandra Data Modeling Tools* 

• 7 Mistakes When Using Apache Cassandra* 

• 8 Best Practices to Get Started With Apache Cassandra* 

2.3 - DEFINITIONS 
• Data Modeling: Data modeling tools that show the combinations of needed queries along with tables that contain all 

the data needed to view some of your application data. 

• Eventually consistent: Time required to propagate changes, during which data might not be in the same state after 
every action, even for identical actions or transformations of the data. 

• Wide-Column Store: Each row in a table appears to contain all columns, not all need to be populated. The rest can be 
filled with NULL values during an insert operation. 

  

https://docs.amd.com/
http://docs.amd.com/
http://docs.amd.com/v/u/en-US/72136-microsoft-windows-network-tuning-guide-amd-epyc-8005
https://docs.amd.com/v/u/en-US/72128-amd-epyc-8005-processor-architecture-overview
https://docs.amd.com/v/u/en-US/69097_0.50_MemPop_Sorano
https://www.amd.com/en/products/processors/server/epyc/minimum-operating-system.html
https://www.amd.com/en/products/processors/server/epyc/minimum-operating-system.html
http://www.amd.com/epyc-tuning-guides
http://docs.amd.com/v/u/en-US/72136-microsoft-windows-network-tuning-guide-amd-epyc-8005
http://docs.amd.com/v/u/en-US/72129-linux-network-tuning-guide-amd-epyc-8005
http://docs.amd.com/v/u/en-US/72139-nvme-tuning-guide-amd-epyc-8005
https://www.kernel.org/doc/Documentation/sysctl/vm.txt
https://cassandra.apache.org/doc/latest/operating/hardware.html
https://cassandra.apache.org/_/cassandra-basics.html
https://cassandra.apache.org/doc/latest/getting_started/installing.html
https://www.instaclustr.com/cassandra-data-modeling/
https://blog.pythian.com/cassandra-use-cases/
https://cassandra.apache.org/doc/latest/data_modeling/data_modeling_tools.html
https://blog.softwaremill.com/7-mistakes-when-using-apache-cassandra-51d2cf6df519
https://dzone.com/articles/8-best-practices-to-get-started-with-apache-cassan
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CHAPTER 3:  HARDWARE CONFIGURATION BEST PRACTICES 

3.1 - MEMORY CONFIGURATION 
Proper memory subsystem configuration is crucial for optimum performance. I/O transfers data into or out of memory, so 
I/O bandwidth can never exceed memory subsystem capabilities. AMD recommends using a symmetric memory 
population for optimal system performance. Please see the latest version of Memory Population Guidelines for AMD 
Family 1Ah Models 00h-0fh Socket SP6 Processors (login required) for additional details. 

3.2 - BIOS SETTINGS 
Tuning BIOS settings can improve performance for specific workloads. Evaluate all the options discussed in this section to 
determine their impact on your workload. 

Table 3-1 describes the BIOS options that most impact Cassandra Server performance using the BIOS parameters and 
settings found on AMD Customer Reference Boards (CRB), and OEM settings may vary. Please see your OEM BIOS 
documentation for platform-specific BIOS information. Please also see the Workload Tuning Guide for AMD EPYC™ 8005 
Series Processors (available from AMD EPYC Tuning Guides) for additional BIOS tuning information. 

3.2.1 -  BIOS Settings for Maximizing Performance 

Name Value Description 

SMT Control Enabled 

Enabling Symmetric Multithreading (SMT) allows two hardware 
threads per core. You must enable AMD x2APIC with support more 
than 255 threads if you are using a system with dual 64-core AMD 
EPYC 8005 Series Processors. If you are running dual 64-core 
processors and your OS does not support AMD x2APIC, then you must 
disable SMT. 

NUMA Node per Socket (NPS) NPS1 

Determines the number of NUMA nodes to which to split the memory 
channels. A higher setting means fewer memory channels per NUMA 
node, which lowers both memory throughput and latency for a 
particular NUMA node. The available options are NPS [1 | 2| 4]. This 
setting also enables a trade-off between minimizing local memory 
latency for NUMA-aware or highly parallelizable workloads vs. 
maximizing per-core memory bandwidth for non-NUMA-friendly 
workloads. AMD suggests NPS1 or NPS2 for most workloads. 

https://docs.amd.com/
https://docs.amd.com/v/u/en-US/69097_0.50_MemPop_Sorano
https://docs.amd.com/v/u/en-US/69097_0.50_MemPop_Sorano
http://docs.amd.com/v/u/en-US/72130-bios-workload-tuning-guide-amd-epyc-8005
http://docs.amd.com/v/u/en-US/72130-bios-workload-tuning-guide-amd-epyc-8005
http://www.amd.com/epyc-tuning-guides
http://docs.amd.com/
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IOMMU Enabled 

Enabling IOMMU allows devices (such as the AMD EPYC processor- 
integrated SATA controller) to present separate IRQs for each 
attached device instead of one IRQ for the subsystem. 
Enabling IOMMU also allows operating systems to provide additional 
protection for DMA capable I/O devices. If you believe IOMMU is 
impeding performance, then enable it in BIOS and disable it via OS 
options, such as iommu=pt on the Linux kernel command line. 
Add iommu=pt (passthrough) to the grub file for optimal 
performance. In passthrough mode, the adapters need not use DMA 
translation to the memory, which improves performance. 

Determinism Control Performance This sets the determinism mode to Performance. 

ACPI SRAT L3 Cache as NUMA 
Domain 

Disable 

Controls automatic or manual generation of distance information in the 
ACPI System Locality Information Table (SLIT) and NUMA proximity 
domains in the System Resource Affinity Table (SRAT). 
Disabling this option disables reporting each L3 cache as a NUMA 
domain to the OS. 

Table 3-1: Recommended BIOS settings 

 

  

https://docs.amd.com/
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CHAPTER 4:  LINUX TUNINGS 
Tuning the Linux memory and storage subsystems boosts Cassandra performance. 

4.1 - MEMORY SUBSYSTEM 
Data written to Cassandra is first stored in memtables in Java heap memory. Do not devote all memory to heap because 
it is also used for offheap and filesystem caches. Heap size is usually between 25%-50% of system memory. 

4.1.1 -  Swap 
Disable swap entirely for optimal Cassandra performance: 

# swapoff --all  

Cassandra has multiple replicas and transparent failover. It is better to immediately kill a replica when memory is low 
instead of going into swap. If swap must be enabled, then set vm.swappiness=1, which allows the kernel to swap out the 
least-used parts. Be sure to also disable zone_reclaim_mode on NUMA systems. 

vm.swappiness=1 
vm.zone_reclaim_mode=0 
vm.max_map_count = 1048575 

4.1.2 -  Disabling Transparent Huge Pages (THP) 
Linux distributions enable Transparent Huge Pages (THP) by default, which makes the kernel try to allocate memory in 
large chunks (usually 2MB) instead of 4K. THP is a Linux memory management system that reduces the overhead of 
Translation Lookaside Buffer (TLB) lookups on machines with large amounts of memory by using larger memory pages. 
However, database workloads often perform poorly with THP enabled because they tend to have sparse rather than 
contiguous memory access patterns. Disable THP when running MongoDB on Linux for best performance. Follow the 
procedures described in the MongoDB Disable Transparent Huge Pages (THP)* documentation to disable THP by creating a 
service file. 

echo never > /sys/kernel/mm/transparent_hugepage/enabled 
echo never > /sys/kernel/mm/transparent_hugepage/defrag 

4.1.3 -  NUMA Interleaving 
Enable NUMA interleaving by modifying the Cassandra startup script /usr/sbin/Cassandra. Starting this script with 
numactl --interleave all runs Apache Cassandra with its memory interleaved on all NUMA nodes in a round robin. 

NUMACTL_ARGS=${NUMACTL_ARGS:-"--interleave=all"} 

 

  

https://docs.amd.com/
https://www.mongodb.com/docs/manual/tutorial/transparent-huge-pages/
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4.2 - STORAGE SUBSYSTEM 
AMD EPYC 8005 Series Processors support PCIe Gen 5 connections with double the I/O bandwidth of PCIe Gen 4 
connections, making SSDs a good storage choice for Apache Cassandra. If you are not using SSDs, then use high-RPM 
HDDs. AMD recommends keeping your commit log and data directories on separate disks to avoid possible latency caused 
by heavy disk activity. 

SSDs provide both extremely low-latency response times for random reads and ample sequential write performance for 
compaction operations. The database does only large sequential writes; it writes data to disk when appending data to the 
commit log for durability and when flushing memtables to SSTable data files for persistent storage. The commit log has 
a different reads:writes ratio than reading data from SSTables, which is more important for spinning disks than for SSDs. 

Periodic SSTables compaction improves performance by merging and rewriting data and discarding old data. Disk 
utilization and data directory volume temporarily increase during compaction depending on the type and size of the 
compactions. It is therefore essential to leave an adequate amount of free disk space available on a node. 

• You may need as much as 50% free space, depending on the selected compaction strategy. 

• Higher-capacity nodes work best with static data and low access rates, such as time-series data. 

• Use at least two disks per node: one for the commit log and the other for the data directories. At a minimum, the 

commit log should be on its own partition. 

• RAID is not generally needed for the commit log disk because replication adequately protects against data loss. 

4.2.1 -  Filesystem Mount Options 
Most Linux systems use the virtual ext4 filesystem by default, but xfs is better for Cassandra  because it offers slightly 
better performance for append-only workloads. 

Name Description 

noatime 
Disables updating the metadata associated with files in the filesystem with an updated 
access time. This tracking is superfluous because databases maintain their own 
accesses in their logs. 

nobarrier 
Disables the filesystem write barrier. Using a write barrier degrades I/O performance by 
requiring more frequent data flushes. 

Table 4-1: XFS file system mount options 

 
Here are some sample filesystem mount options to use with ext4 and xfs filesystem mount options in /etc/fstab: 

/dev/nvme0n1p1 /commitlogdir xfs noatime,nobarrier 0 0 

/dev/nvme0n1p2 /datadir ext4 noatime,barrier=o,data=writeback 0 0 

  

https://docs.amd.com/
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Cassandra uses the sstables directory to store the commit log and data directories. Hardware configurations that use 
multiple drives can achieve higher storage performance using RAID 0 disk striping via `either Multiple Disk and Device 
Administration mdadm or other tools. To add non-persistent IO tunings in /etc/rc.local: 

touch /var/lock/subsys/local 
echo 0 > /sys/class/block/sda/queue/rotational echo 8 > 
/sys/class/block/sda/queue/read_ahead_kb 

 
When using spinning disks: 

# blockdev --setra 128 /dev/spinning_disk  
 

To tune VFS cache reclaim: 

# sysctl -w vm.vfs_cache_pressure=50  
 

Choosing the right disk I/O scheduler algorithm greatly improves performance. 

deadline scheduler is essentially a FIFO but does basic reordering and merging within the scheduler queue and 
guarantees a maximum latency for any given write in its queue. 

none / noop is a less-frequently-used option that works for Cassandra. 

# echo none > /sys/block/<dev>/queue/scheduler  
 

nr_requests: Optimizing the I/O request queue can significantly boost performance. Set the nr_requests value to 
indicate the maximum number of read and write requests that can be queued. This is the queue that determines how 
many objects can be essentially reordered prior to them being flushed to disk. The longer the queue the better your ordering 
of ‘writes’ and the fewer head movements your spinning disk is going to encounter when it starts writing all of this out of 
the disk. On NVMe drives, you can set bump this to 1024 for /sys/block/<dev>/queue/nr_requests. 

# echo 128 > /sys/block/<dev>/queue/nr_requests  
 

Align filesystem I/O down to the physical devices. Unaligned I/O can multiply the number of on-disk writes incurred by any 
given logical write to your filesystem, which impedes I/O performance. Partition alignment is more critical when using SSD 
and NVMe drives. 

Disk topography determines optimum alignment to a multiple of the physical block size so as to guarantee optimal 
performance. This example shows creating two partitions using parted -a optimal to create partitions that align to a 
multiple of the physical block size in a way that guarantees optimal performance: 

# fdisk -l /dev/nvme0n1 
# parted /dev/nvme0n1 mklabel gpt 
# parted -a optimal /dev/nvme0n1 mkpart primary 0% 50% 
# parted -a optimal /dev/nvme0n1 mkpart primary 51% 100% 

The commit log and data directories (sstables) should be on different disks. If they are both on the same disk, then place 
them in separate partitions. 

  

https://docs.amd.com/
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Set the following system limits in /etc/security/limits.conf: 

Name Description 

memlock maximum locked-in-memory address space 

nofile maximum number of open file descriptors 

as address space limit 

nproc maximum number of processes 

Table 4-2: limits.conf settings 

 
 
cassandra_user - memlock unlimited  
cassandra_user - nofile 1048576  
cassandra_user - nproc 32768  
cassandra_user - as unlimited 
 

4.3 - NETWORK SUBSYSTEM 
Tune the Linux network adapter TCP/IP stack to use the maximum number of transmit (TX) and receive (RX) ring buffers. 
Setting these initial buffer sizes decreases the time needed for the network to resume an optimal state after a system 
reboot. 

Please see the latest version of the Linux® Network Tuning Guide for AMD EPYC™ 8005 Series Processors or Windows® 
Network Tuning Guide for AMD EPYC™ 8005 Series Processors (available from AMD EPYC Tuning Guides) for instructions 
on network tuning for your specific operating system for an Apache Cassandra cluster, including: 

• Tuning the size of the TX and RX ring sizes. 

• Changing the number of interrupts queues to match the cores on the NUMA node where the NIC is collocated. 

• Pinning those interrupts to the correct CPU cores. 

• Setting the OS IOMMU, which will significantly impact system performance. You will normally set the IOMMU to 
passthrough mode by adding iommu=pt on the kernel boot line. If you are using RHEL 8.x, then do this by modifying 
/etc/default/grub and then running the update-grub/grub2-mkconfig utility. 

You can use the iperf utility to stress test the network infrastructure to ensure proper setup. 

A distributed data store loads the network to handle read/write requests and replication of data across nodes. The network 
is the next potential bottleneck after provisioning high-performance NVMe drives for storage. The minimum required 
bandwidth is as low as 1000 Mb/s, but using high-speed Ethernet cards (such as 25GbE or higher) ensures the network can 
handle inter-node traffic without bottlenecks. 

Set the following network kernel parameters to prevent connections between nodes from timing out: 

net.ipv4.tcp_keepalive_time=60  
net.ipv4.tcp_keepalive_probes=3  
net.ipv4.tcp_keepalive_intvl=10 

https://docs.amd.com/
http://www.amd.com/epyc-tuning-guides
http://docs.amd.com/
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The following settings can handle the thousands of concurrent connections used by the Cassandra database: 

net.core.rmem_max=16777216  
net.core.wmem_max=16777216  
net.core.rmem_default=16777216  
net.core.wmem_default=16777216  
net.core.optmem_max=40960  
net.ipv4.tcp_rmem=4096 87380 16777216 
net.ipv4.tcp_wmem=4096 65536 16777216 

4.4 - TUNED-ADM PROFILE 
The tuned-adm profile throughput-performance normally generates the best performance. This profile sets up the 
overall system I/O and memory throughput by configuring the CPU governor, kernel scheduler granularity, disk read ahead, 
swappiness behavior, and dirty cache write back settings. See /usr/lib/tuned/throughput-performance/ 
tuned.conf for these settings. 

# dnf install tuned -y  
# systemctl start tuned 
# tuned-adm profile throughput-performance  
# systemctl enable tuned 
# cpupower -c all frequency-set -g performance 

4.5 - NTP CONFIGURATION USING CHRONY 
Cassandra requires an accurate system clock. Chrony is better at keeping the clocks in all Cassandra nodes in the cluster 
synchronized with the Network Time Protocol than ntpd for most networks than ntpd because: 

• It is much faster than NTP at synchronizing to the time server. It can also compensate for fluctuating clock frequencies, 
such as when a host hibernates or enters sleep mode, or when the clock speed varies due to frequency stepping that 
slows clock speeds when loads are low. 

• It handles intermittent network connections and bandwidth saturation and adjusts for network delays and latency. 

• It never stops the clock after the initial update, which ensures stable and consistent time intervals for system services 
and applications. Please see Using the Chrony suite to configure NTP for detailed information. 

# timedatectl list-timezones 
# timedatectl set-timezone America/Los_Angeles; date 
# Now setup the Automatic NTP Timing through Chrony 
 
# systemctl status chronyd; systemctl enable chronyd; systemctl start chronyd; chronyc 
tracking; hwclock -w; hwclock; date; ps -ef | grep [ch]rony 
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4.6 - EXAMPLE RHEL SERVER CONFIGURATION FILES 

4.6.1 -  Disable SELinux (RHEL) 
# Note: Single line command to disable from the root user 

# cp -p /etc/selinux/config /etc/selinux/config.ORIG; sed -i 
's/SELINUX=enforcing/SELINUX=disabled/g' /etc/selinux/config; grep -iw "SELINUX=disabled" 
/etc/selinux/config 
 

4.6.2 -  /etc/default/grub 
# cat /etc/default/grub 
… 
… 
GRUB_CMDLINE_LINUX="crashkernel=auto rd.lvm.lv=rhel/root rd.lvm.lv=rhel/swap rhgb iommu=pt 
quiet" 
… 
#grub2-mkconfig -o /boot/efi/EFI/redhat/grub.cfg 
 

4.6.3 -  /etc/rc.local 
# cat /etc/rc.local 
cpupower -c all idle-set -d 2  
ethtool -G p2p1 rx 4096 tx 4096 
/usr/sbin/set_irq_affinity_cpulist.sh  
1,5,9,13,17,21,25,29,33,37,41,45,49,53,57,61 p2p1 
echo “none” > /sys/block/nvme0n1/queue/scheduler echo 1024 > 
/sys/block/nvme0n1/queue/nr_requests 
echo never | sudo tee /sys/kernel/mm/transparent_hugepage/defrag touch 
/var/lock/subsys/local 
echo 0 > /sys/class/block/sda/queue/rotational echo 8 > 
/sys/class/block/sda/queue/read_ahead_kb 
 

4.6.4 -  /etc/sysctl.conf 
# cat /etc/sysctl.conf\ 
vm.swappiness=1 
vm.zone_reclaim_mode=0 
vm.max_map_count = 1048575 
fs.file-max = 1073741824 
 
net.ipv4.tcp_keepalive_time=60 
net.ipv4.tcp_keepalive_probes=3 
net.ipv4.tcp_keepalive_intvl=10 
 
net.core.rmem_max=16777216 
net.core.wmem_max=16777216 
net.core.rmem_default=16777216 
net.core.wmem_default=16777216 
net.core.optmem_max=40960 
net.ipv4.tcp_rmem=4096 87380 16777216 
net.ipv4.tcp_wmem=4096 65536 16777216 
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4.6.5 -  /etc/security/limits.conf 
# cat /etc/security/limits.conf 
… 
… 
cassandra_user - memlock unlimited cassandra_user - nofile 1048576 cassandra_user - nproc 
32768 cassandra_user - as unlimited 
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CHAPTER 5:  PERFORMANCE TUNING APACHE CASSANDRA 
Apache Cassandra stores data on different nodes with a peer-to-peer distributed fashion architecture. Cassandra places 
replicas of data on different nodes based on these two factors: 

• The replication strategy determines where to place the next replica. 

• The replication factor determines then the total number of replicas placed on different nodes. 

The consistency level determines how many nodes will respond with the success acknowledgment. For example, a single 
data center with a replication factor of three means that three replicas will receive write requests. A consistency level of 
one means that only one replica will respond with the success acknowledgment while the remaining two remain dormant. 

Cassandra’s write path follows the Log Structured Merge (LSM) design for efficient writes that are immediately available 
for reads. When a write occurs, Cassandra stores that data in the memtable memory structure and provides configurable 
durability by also appending writes to the commit log on disk. When either the memtable content exceeds the 
configurable threshold or the commit log space exceeds the commitlog_total_space_in_mb, the memtable (stores 
writes in sorted order) is flushed to disk as Sorted String Tables (or SSTables). Data in the commit log is purged after its 
corresponding data in the memtable is flushed to an SSTable on disk. 

 

Figure 5-1: Cassandra architecture 

5.1 - BEST PRACTICES 
Set up a test environment that matches your production specification and create a load that matches your expected read 
and write volumes. Run this load test for several days to ensure that compaction and other background processes can keep 
up. This will also establish baselines that you can use for comparison when making future settings adjustments or 
comparing performance under a heavier load. Also, leave some CPU headroom (such as limiting your application to 70% of 
CPU resources) to ensure enough available CPU cycles for compaction and roll over tasks. 
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5.1.1 -  Read and Write Operations 
Keep the commit log and data dirs (SSTables) on different disks. The commit log uses sequential writes. If SSTables 
shares the same drive as then commit log, then I/O contention between the commit log and SSTables may deteriorate 
both commit log writes and SSTable reads. 

• Concurrent Read Operations: A good rule of thumb is to set 4 concurrent_reads per processor core. You may want 
to increase this value for systems with fast I/O storage. 

• memtable_flush_writers: Number of threads allocated for flushing memtables to disk. This defaults to two. If your 
data directories are backed by SSDs, increase this setting to the number of cores. 

• memtable_heap_space_in_mb: Objects associated with memtables are often allocated and then retained for a long 
time, and you can therefore limit the memtables size by explicitly specifying memtable_heap_space_in_mb. This is 
set 1/4 of the heap y default. Limiting the space used by memtables allows you to increase the size of the new gen 
and reduce the frequency of GC pauses. 

Here is an example cassandra.yaml file for a Cassandra node with 16cores and 128GB of memory with separate NVMe 
SSD disks for the commit log and data directories. 

concurrent_reads: 64 
read_request_timeout_in_ms: 5000 
range_request_timeout_in_ms: 10000 

concurrent_writes: 64 
write_request_timeout_in_ms: 2000 
counter_write_request_timeout_in_ms: 5000 

memtable_flush_writers: 16 
memtable_heap_space_in_mb: 4096 

If you are storing large text fields or blobs, then you can keep a significant amount of data off the heap by enabling the 
following: 

memtable_allocation_type: offheap_objects 

5.1.2 -  Memory, Row, and Key Cache 
• Memory Cache: Do not increase the Cassandra cache size unless there is enough physical memory (RAM). Avoid 

memory swapping at any cost. 

• Row Cache: The row cache holds the entire content of a row in memory. It provides data caching instead of reading 
data from the disk. This is good if the column’s data is small, making the cache large enough to hold most of the 
hotspot data. This is suboptimal if the column’s data is too large for the cache to hold most of the hotspot data. It is 
also suboptimal for high write/read ratios. Disable the row cache if the hit ratio is below 30%. This is disabled by 
default. 

• Key Cache Tuning: The key cache holds the location of data in memory for each column family. This is effective if there 
are hot data spots and/or the row cache cannot used effectively because of the large column size. Key caching is 
enabled at a level of 200000 keys per column family by default. Be sure to use an absolute keys_cached number 
instead of a percentage. 
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5.1.3 -  Tuning Java 
Tuning the Java Virtual Machine (JVM) can improve performance or reduce high memory consumption. Garbage Collection 
(GC) is the process by which Java removes unneeded data from memory. All operations are suspended during a GC pause. 
Optimal performance requires finding the right heap size settings to minimize GC pause. GC pauses also affect networking 
and can make the node appear down to other cluster nodes. 

Cassandra automatically calculates the maximum heap size (MAX_HEAP_SIZE) based on this formula: 

max (min(1/2 RAM, 1024MB), min(1/4 RAM, 8GB))  

Data written to Cassandra is first stored in memtables in heap memory. Cassandra maintains the following components in 
heap memory: 

• Bloom filters. 

• Partition summary. 

• Partition key cache. 

• Compression offsets. 

• SSTable index summary. 

Cassandra gathers replicas for a read or for anti-entropy repair and compares the replicas in heap memory. 

Do not devote all memory to heap because it is also needed for both the offheap cache and file system cache. Cassandra 
can store cached rows in native memory outside the Java heap, which reduces JVM heap requirements. Heap size is usually 
between 25%-50% of system memory. Always enable GC logging when adjusting GC. 

• Disable CMS (comment everything out under CMS SETTINGS under GC SETTINGS; CMS is good for small heap sizes  
< 8GB). 

• Use the Hotspot garbage-first collector -XX:+UseG1GC 

• Uncomment -Xloggc. 

• Set heap size to 50% of system memory. 

• Be aware of the native transport request queue size. 

Here is a sample jvm.options on a Cassandra node with 128GB of memory: 

-Xms64g 
-Xmx64g 
-XX:+UseG1GC 
-Xloggc:/var/log/cassandra/gc.log 

Here is a sample cassandra.yaml 

num_tokens: 16 
allocate_tokens_for_local_replication_factor: 3  
hints_directory: /data/hints 
commitlog_directory: /data/commitlogconcurrent_compactors: 1 
compaction_throughput_mb_per_sec: 32 
endpoint_snitch: GossipingPropertyFileSnitch 
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5.1.4 -  Compaction 
A compaction strategy determines which SSTables will be compacted and when: 

• Size-tiered compaction strategy (STCS; default) triggers when the system has enough similarly sized SSTables. 

• Time-window compaction strategy (TWCS) is designed for time series data and puts data in time order. 

If your data directories are backed by SSD, then you should increase this to the number of cores. On SSDs, start at 4 and 
increase from there if needed. Large numbers of compactors generate GC. Watch your GC logs or p99 client latency to 
make sure that adding compactors does not ruin your latency. 

concurrent_compactors: 8  

Reduce the memtable flush frequency by either increasing the memtable size or preventing premature flushing. Less 
frequent memtable flushes create fewer SSTables files and less compaction. Fewer compaction improves read operations 
by reducing SSTables I/O contention. Bigger memtables absorb more overwrites for updates to the same keys, thereby 
accommodating more read/write operations between each flush. 

Compaction can generate a significant amount of garbage, depending on the compaction_throughput_mb_per_sec 
setting, along with a significant number of short-lived objects. Picking the right compaction strategy for the right 
workload can impact performance by an order of magnitude. 

5.1.5 -  Table Properties 
Add the compaction strategy and set the following table properties: 

• gc_grace_seconds: Time to wait before removing tombstones. Avoid massive deletes by using truncate instead. 
Decrease gc_grace_seconds if required. 

• bloom_filter_fp_chance: Desired SSTable false-positive probability. Higher settings use less memory, but require 
more disk I/O. 
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create keyspace ycsb WITH REPLICATION = {'class' : 'SimpleStrategy', 
'replication_factor':3 }; 

use ycsb; 

CREATE TABLE ycsb.usertable (  

   y_id text PRIMARY KEY,  
   field0 text, 
   field1 text,  
   field2 text,  
   field3 text,  
   field4 text,  
   field5 text,  
   field6 text,  
   field7 text,  
   field8 text, 
   field9 text) WITH bloom_filter_fp_chance = 0.01 

   AND caching = {'keys': 'ALL', 'rows_per_partition': 'NONE'}  
   AND comment = '' 
   AND compaction = {  
   'class': 
  'org.apache.cassandra.db.compaction.SizeTieredCompactionStrategy',   
   'max_threshold':  '32', 'min_threshold': '4'} 
   AND compression = {'chunk_length_in_kb': '64', 
   'class': 'org.apache.cassandra.io.compress.LZ4Compressor'}    
  AND crc_check_chance = 1.0 
  AND dclocal_read_repair_chance = 0.1  
  AND default_time_to_live = 0 
  AND gc_grace_seconds = 864000 
  AND max_index_interval = 2048 
  AND memtable_flush_period_in_ms = 0  
  AND min_index_interval = 128 
  AND read_repair_chance = 0.0 
  AND speculative_retry = '99PERCENTILE'; 

5.1.6 -  Cache Size vs Capacity and Cache Hit Rate 
Make note of the following: 

• Heap/Off-Heap Usage 

• Key Cache In Use, Hit Rate, and Available capacities 
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#nodetool info 
ID : 5002dd0c-e2bd-479c-ae5d-be2efff2b92e 
Gossip active : true 
Thrift active : false Native Transport active : true 
Load : 31.79 GiB 
Generation No : 1595193605 
Uptime (seconds) : 9501 
Heap Memory (MB) : 4988.66 / 7987.25 Off Heap Memory (MB) : 57.79 
Data Center : datacenter1 
Rack : rack1 
Exceptions : 0 
Key Cache : entries 544814, size 45.72 MiB, capacity 100 MiB, 
 45486875 hits, 66818375 requests, 
 0.681 recent hit rate, 14400 save period in seconds 
Row Cache : entries 0, size 0 bytes, capacity 0 bytes, 
 0 hits, 0 requests, NaN recent hit rate, 
 0 save period in seconds 
Counter Cache : entries 0, size 0 bytes, capacity 50 MiB, 
 0 hits, 0 requests, 
 NaN recent hit rate, 7200 save period in seconds Chunk Cache
 : entries 1, size 64 KiB, capacity 480 MiB, 
 27599450 misses, 61500637 requests, 
 0.551 recent hit rate, 
 NaN microseconds miss latency 
Percent Repaired : 0.0% 
Token : (invoke with -T/--tokens to see all 64 tokens) 
cassandra.yaml:  
key_cache_size_in_mb : 100 
row_cache_size_in_mb : 0 
counter_cache_size_in_mb: 50 
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5.1.7 -  Index Summaries, Bloom Filters, Compression Metadata, and Space 
Make note of the following: 

• Space user per table under Space used (total) 

• SSTable Compression Ratio 

#nodetool tablestats ycsb 
Total number of tables: 37 

Keyspace : ycsb 
 Read Count: 29997790 
 Read Latency: 0.1127988435148056 ms  
 Write Count: 60008810 
 Write Latency: 0.022030693609821624 ms  
 Pending Flushes: 0 
  Table: usertable 
  SSTable count: 24 
  Space used (live): 36713846455  
  Space used (total): 36713846455  
  Space used by snapshots (total): 0 
  Off heap memory used (total): 132463479  
  SSTable Compression Ratio: 0.9801435191115869  
  Number of partitions (estimate): 33926872  
  Memtable cell count: 4200926 
  Memtable data size: 602405110  
  Memtable off heap memory used: 0  
  Memtable switch count: 28 
  Local read count: 29997790  
  Local read latency: 0.140 ms  
  Local write count: 60008810   
  Local write latency: 0.020 ms  
  Pending flushes: 0 
  Percent repaired: 0.0 
  Bloom filter false positives: 0  
  Bloom filter false ratio: 0.00000  
  Bloom filter space used: 66811152 
  Bloom filter off heap memory used: 109576800  
  Index summary off heap memory used:  17505111 
  Compression metadata off heap memory used: 5381568 
  Compacted partition minimum bytes: 125  
  Compacted partition maximum bytes: 1109   
  Compacted partition mean bytes: 696 
  Average live cells per slice(last five minutes): 1.0  
  Maximum live cells per slice(last five minutes): 1  
  Average tombstones per slice (last five minutes): 1.0  
  Maximum tombstones per slice (last five minutes): 1  
  Dropped Mutations: 0 
cassandra.yaml: 
  index_summary_capacity_in_mb:  
  index_summary_resize_interval_in_minutes: 60 
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5.1.8 -  Partition Size and Cell Count 
# nodetool tablehistograms 
ycsb usertable ycsb/usertable histograms 
Percentile SSTables Write Latency Read Latency Partition Size Cell 

Count 
(micros) (micros) (bytes) 

50% 1.00  29.52 4055.27 545791 10   
75%  1.00 42.51 5839.59 545791   10 
95%  2.00 126.93 62479.63 545791   10 
98%  2.00 152.32 89970.66 545791  10  

99%  3.00 182.79 107964.79 545791   10 
Min  1.00 9.89 545.79 51   0 
Max  3.00 263.21 155469.30 545791   10 

 
 

5.1.9 -  Disk Usage Per Node and Ownership Percentage 
Distribute data evenly across all nodes in a cluster. Avoid using keys that have a very small domain of possible values, such 
as gender, status, school grades, and so forth. The minimum number of possible values should always be greater than the 
number of nodes in the cluster. Also, avoid using keys where the distribution of possible values is highly skewed because 
using such a key will create “hotspots” on the cluster. 

Have a bounded range of values. Large partitions can increase read latency and stress a node during compaction. Try to 
keep the partition sizes below 100MB. 

# nodetool status 
Datacenter: datacenter1 
============== 
Status=Up/Down 
|/ State=Normal/Leaving/Joining/Moving 
-- Address Load Tokens Owns Host ID Rack 
UN 10.0.0.5 2.24 GiB 64 24.5% 3fea5368-adc7-492c-bee6-edd0b0e46880 0 
UN 10.0.0.6 1.31 GiB 64 29.4% 2db02c21-74e6-4978-a3fb-e1278f1e0e8a 2 
UN 10.0.0.7 1.05 GiB 64 27.3% c839ed51-5f4a-4224-ac2c-bc3bc88424f9 1 
UN 10.0.0.8 1.57 GiB 64 18.8% d7d199a9-5d0d-46d8-a706-c543df4ee8f7 0 
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CHAPTER 6:  GLOSSARY 
• ACPI - Advanced Configuration and Power Interface 

• BIOS - Basic Input/Output System 

• BMC - Baseboard Management Controller 

• CCD – Core Complex Die 

• CCX – Core Complexes 

• CRB - Customer Reference Board 

• cTDP - Configurable Thermal Design Power 

• DIMM – Dual In-line Memory Module 

• DPC – DIMMs Per Channel 

• DRAM – Dynamic Random-Access Memory 

• LLC - Last Level Cache 

• MDADM - Multiple Disk and Device Administration 

• NIC – Network Interface Card 

• NUMA - Non-Uniform Memory Access 

• PPL - Package Power Limit 

• OPN – Orderable Part Number 

• OS - Operating System 

• SLIT - System Locality Information Table 

• SMT - Symmetric Multithreading 

• SRAT - System Resource Affinity Table 

• TCO – Total Cost of Ownership 

• TDP - Thermal Design Power 

• VM – Virtual Machine 
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CHAPTER 7:  PROCESSOR IDENTIFICATION 
Figure 7-1 shows the processor naming convention for AMD EPYC 8005 Series Processors and how to use this convention 
to identify particular processors models. 

 

Figure 7-1: AMD EPYC SoC naming convention 

7.1 - CPUID INSTRUCTION 
Software uses the CPUID instruction (Fn0000_0001_EAX) to identify the processor and will return the following values: 

• Family: 1Ah identifies the “Zen 5” architecture. 

• Model: Varies with product. For example, EPYC Model 00h corresponds to an “A” part “Zen 5” CPU. 

- 8xx5: Models 10h–1Fh 

• Stepping: May be used to further identify minor design changes. 

For example, CPUID values for Family, Model, and Stepping (decimal) of 25, 17, 1 correspond to a “B1” part “Zen 5” CPU. 
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7.2 - NEW SOFTWARE-VISIBLE FEATURES 
AMD EPYC 8005 Series Processors have several features that enhance performance, ISA updates, provide additional 
security features, and improve system reliability and availability. Some of the new features include: 

• 5-level Paging     

• AVX-512 instructions on a 256-byte datapath, including BFLOAT16 and VNNI support. 

• Fast Short Rep STOSB and Rep CMPSB 

Not all operating systems or hypervisors support all features. Please refer to your OS or hypervisor documentation for 
specific releases to identify support for these features. 

Please also see the latest version of the AMD64 Architecture Programmer’s Manuals or Processor Programming Reference 
(PPR) for AMD Family 1Ah. 

7.2.1 -  AVX-512 
AVX-512 is a set of individual instructions supporting 512-bit register-width data (i.e., single instruction, multiple data 
[SIMD]) operations. AMD EPYC 8005 Series Processors implement AVX 512 by “double-pumping” 256-bit-wide registers. 
AMD’s AVX-512 design uses the same 256-bit data path that exists throughout the Zen5Zen5 core and enables the two 
parts to execute on sequential clock cycles. This means that running AVX-512 instructions on AMD EPYC 8005 Series will 
cause neither drops on effective frequencies nor increased power consumption. On the contrary, many workloads run more 
energy-efficiently on AVX-512 than on AVX-256P. 

Other AVX-512 support includes: 

• Vectorized Neural Network Instruction (VNNI) instructions that are used in deep learning models and accelerate 
neural network inferences by providing hardware support for convolution operations. 

• Brain Floating Point 16-bit (BFLOAT16) numeric format. This format is used in Machine Learning applications that 
require high performance but must also conserve memory and bandwidth. BFLOAT16 support doubles the number of 
SIMD operands over 32-bit single precision FP, allowing twice the amount of data to be processed using the same 
memory bandwidth. BFLOAT16 values mantissa dynamic range at the expense of one radix point. 
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